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1 Introduction
In the 21st century software is pervasive, the software industry has become one of
the largest industries on the planet, and many of today’s most successful companies
are organizations built around the production of software and related services.

This article investigates the root causes of escalating software development costs,
and presents an overview of an emerging paradigm for industrialized software
development. Software is a critical part in the "engine room" of all technology-based
and many service-based industries today. High software development costs have a
huge economic impact, and poorly designed software that restrains user productivity
possibly has an even larger impact. One result of these costs is significant pressure
to shift problems to low-cost locations, usually referred to as off-shoring or
outsourcing.

It is easy to overlook the fact that software development productivity varies by as
much as an order of magnitude between organizations, and that off-shoring
consequently is not always the best option for cost reduction in terms of achievable
gains and risk exposure.

Many business software vendors have been side-tracked by keeping pace with the
constantly changing set of implementation technologies. Neither off-shoring nor the
next product release from tool vendors that provide infrastructure such as integrated
development environments, middleware, databases, operating systems, etc. will
solve productivity problems that are caused by crumbling architectural integrity of
applications, poor dependency management within enterprise systems, and
dysfunctional software development processes.

1.1 Yesterday's hype
The 90s were dominated by two major paradigms for software development: in the
early 90s the concept of Computer Aided Software Engineering (CASE) and 4GLs
made their appearance, and in the second half of the decade Object-Orientation
made it into the mainstream. CASE methodologies and associated tools largely
collapsed under the weight of hefty price tags and proprietary approaches that
conflicted with the increasing demand for open standards. Often organizations were
burnt by more than one vendor, and out the door went not only the tools, but also the
concept of model-driven, generative approaches. Object orientation also did not live
up to all expectations, but here the picture is somewhat different: it provided the
foundation for component-based development, and object-oriented languages are
there to stay, having successfully replaced most general-purpose procedural
languages. With the fall of 4GLs and CASE, tool vendors focussed on object
modeling tools, which led to the Unified Modeling Language (UML) notation and tools
based on a "round-trip" philosophy, where users can switch seamlessly between a
UML model and corresponding implementation source code. Superficially these tools
impress by their ability to keep diagrams and source code in synch. A closer analysis
however reveals that these tools don't in any way increase productivity, at best they
provide a mechanism for producing nice looking documentation.
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1.2 Today's hype
These days the boundaries between UML tools and IDEs are evaporating. Modern
software development tools provide sophisticated wizards that assist users in
applying design patterns, in building user interfaces, and in generating skeleton code
for interaction with frameworks used in popular implementation technology stacks.
Although this represents an improvement over earlier UML tools that were only
capable of generating skeleton class structures, the approach smacks of the
inflexibility of earlier tools. For example, if a design pattern needs to be changed, the
current tools are not capable of automatically propagating the implications of the
changed pattern through the code base.
Some traditional CASE vendors and several new players are exploiting the
weaknesses of mainstream IDEs to offer Model-Driven Architecture (MDA) tools that
allow users to specify precisely how high-level UML models should be mapped onto
their specific implementation technology stack. MDA is a term coined and owned by
the Object Management Group, a consortium that includes most mainstream vendors
of software development tools. The MDA approach relies on UML and customizable
code generation, and explicitly distinguishes between the concept of Platform
Independent Model (PIM) and Platform Specific Model (PSM). In practice,
commercial MDA tools are expensive, and rely on proprietary languages to specify
the transformations between PIM and implementation code. This means that similar
to CASE tools, there is an element of vendor dependence when going down the MDA
track. An important aspect that is not addressed by MDA is the development of a rich
domain layer that encapsulates core domain business logic; the UML notation is
largely inadequate for the specification of domain business logic. Generative
techniques as used in MDA are ideal for the generation of framework completion
code, but they do not in any way eliminate the need for well-designed domain-
specific frameworks. On the positive side, MDA is an approach that allows designers
to raise the level of abstraction of specifications and to capture implementation
technology knowledge in machine-readable format. Currently the OMG is working on
a specification for a standardized language for model transformations. The limited
degree of practical UML tool interoperability enabled through the OMG's XMI
standard can be used as a reference point for realistic expectations for future MDA
tool interoperability.
In parallel with advances in software development tools, there has been a major shift
in software development methodologies. The emergence and rapid rise in popularity
of agile methodologies is a good indication that methodologies perceived as being
heavy are going out of fashion. If heavier methodologies were the flavor of the day in
the late nineties, it does not mean that the majority of organizations actually ever fully
embraced these methodologies wholeheartedly and followed them to the letter. On
the contrary, it is much more an admission that high-ceremony approaches are only
practical for the development of life-critical applications, where the associated costs
of a heavy process can be justified and absorbed under the heading of quality
assurance. For development of more mundane business application software, any
process that involves a high degree of ceremony is incompatible with the push of the
markets for lower software development costs. However, the focus of agile
methodologies is largely limited to the management and process aspects of small to
medium size software projects. An agile method such as Extreme Programming (XP)
alone does not provide sufficient guidance for building high quality software, and it is
no substitute for necessary analytical capabilities and software design skills within a
team.
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1.3 Model-Driven Software Development
The market for software development methodologies and tools is largely defined by
the vast majority of software development projects, which is undertaken by teams of
up to ten people, and typically delivers highly specific applications. This means that
many software development methodologies - in particular of the agile variety, and
many tools don't explicitly cater for software development in-the-large, i.e. distributed,
multi-team software product development and projects involving 20+ people.

In the approach we call Model-Driven Software Development (MDSD) we combine
aspects from popular mainstream approaches that can scale to large-scale
industrialized software development with less well-known techniques that are needed
to prevent architectural degradation in large systems, and with techniques to
automate the repetitive aspects of software development.

MDSD can be defined as a multi-paradigm approach that embraces

• domain analysis,

• meta modeling,

• model driven generation,

• template languages,

• domain-driven framework design,

• the principles for agile software development,

• the development and use of Open Source infrastructure.

The remainder of this white paper explains how MDSD weaves together these
ingredients into a consistent paradigm for software development. The foundation is
provided by a small set of core values.

In the list of values below, the term "software factory" warrants an explanation. We
use the term software factory to refer to domain-specific assets, in particular domain-
specific frameworks, which are used as a platform to build a family or a series of
applications using a highly automated production process.

1. We prefer to validate software-under-construction over validating
software requirements

2. We work with domain-specific assets, which can be anything
from models, components, frameworks, generators, to
languages and techniques.

3. We strive to automate software construction from domain
models; therefore we consciously distinguish between building
software factories and building software applications

4. We support the emergence of supply chains for software
development, which implies domain-specific specialization and
enables mass customization

Considering the need to communicate the intention of these values to a wider
audience beyond the software engineering community, we also use the term
Industrialized Software Asset Development (ISAD) to refer to MDSD. This term
accurately describes the state-of-the-practice (2004): domain-specific assets usually
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need to be built, and only in some cases can they be bought off-the-shelf or are
available as a public asset. To fully understand how this picture will evolve in the
future requires a discussion of the economics of software development in a separate
section in this paper.

2 Relating MDSD to Relevant
Software Development Methods

2.1 MDSD and Software Product Line Engineering
Key features of MDSD come from the field of domain engineering, in particular the
differentiation between building a product platform including relevant application
development tools, and building software applications. In MDSD the product platform
for a product family or product line is developed using domain-driven design
principles, and the application engineering process is automated as far as possible
using model-driven generative techniques.

One way of looking at MDSD is as a set of techniques that complements domain
engineering (DE) methodologies such as FAST [WL 1999] or KobrA [ABKLMPWZ
2002], providing concrete guidance for:

• managing iterations,

• co-ordinating parallel domain engineering and application engineering,

• designing model-driven generators,

• and designing domain-specific application engineering processes

MDSD is intended to be compatible with DE methodologies such as FAST or KobrA,
therefore the main focus of MDSD is on the description of techniques, and not on the
specification of work products which can be adopted as required from proven domain
engineering methodologies.

The concept of core "assets" from DE carries through into MDSD and is directly
reflected in "Industrialized Software Asset Development" (ISAD), the subtitle of
MDSD. The relationship between MDSD and DE can be compared to the relationship
between Component Based Development and Object Technology: one is building on
the other, and the terminology of MDSD can be seen as an extension of the
terminology for DE. This means it makes little sense to draw up a point by point
comparison between the two approaches.

Just as DE, MDSD leverages the concept of component specifications that are
separate from component implementations. MDSD goes beyond the design by
contract principles [Bettin 2004c], and mandates Fully Externalized Interface
Definitions (see Techniques section in this document), which provide not only a very
important tool for dependency management, but also provide an explanation for the
importance of the Open Source concept for innovation in general, and for MDSD in
particular.
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2.2 MDSD and the OMG's Model-Driven Architecture
The Object Management Group's Model-Driven Architecture (MDA) is one specific
flavor of MDSD, but by no means the only one. If you are familiar with MDA, think of
MDSD as MDA freed from the strong ties to MOF and UML, and as going beyond the
objective of defining standards that are valuable for tool vendors.
A significant part of MDSD deals with techniques for building domain-specific
application engineering processes, for addressing organizational aspects, and for
managing fast-paced iterations in a distributed team environment. Overall the
differences between MDA and MDSD are sufficient to warrant a point by point
comparison.

Model-Driven Architecture Model-Driven Software Development
Driven by a desire to develop of
standards that are useful for tool
implementers to achieve interoperability.

Defined by a group of practitioners of
model-driven approaches who see
software development tools as part of
basic software infrastructure.

Is based on the foundation of the OMG's
Meta Object Facility (MOF) and  the
OMG's Unified Modeling Language
(UML).

Is based on the principles of meta
modeling and modeling, and is not
bound to a specific meta model, i.e.
MOF, or a specific modeling language
i.e. UML.

Relies on the notion of Platform
Independent Models (PIMs) and Platform
Specific Models (PSMs), and automated
transformations between PIMs and
PSMs. Assumes that companies within
an industry will easily be able to agree on
what constitutes the "platform".

Also uses the notion of PIMs and
PSMs, but stresses the relativity of the
term "platform". One person's solution
space may be another person's
problem space.

Proposes to raise the level of abstraction
of software specifications to a platform
independent level, to minimize the impact
of technology churn. Paints a vision of
PIMs that are valid for an entire industry
[segment], and where the specific
competitive edge that defines individual
companies has no impact on the notation
used to express PIMs.

Proposes to raise the level of
abstraction using domain-specific
languages, which may or may not map
to a convenient UML-based graphical
notation. Recognition that domain-
specific notations add significant value
if their development goes beyond the
lowest common denominator that is
harmless to share with competitors in
an industry.

Emphasizes the distinction from
traditional Computer Aided Software
Engineering (CASE) approaches by
being based on open standards. The
Query, Views and Transformation (QVT)
RFP demonstrates the OMG's
commitment to the development of an

Encourages and promotes work on a
QVT standard. Does however not claim
that the QVT standardization process
will provide a satisfactory answer to
tool interoperability, as the vendors
represented in the OMG will want to
retain the ability to shine with their
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Model-Driven Architecture Model-Driven Software Development
industry standard for model
transformations.

specific offering.

Primarily provides a notational and
conceptual backbone. Does not provide
an end-to-end methodology framework
than can be used to apply a model-driven
approach in practice.

Represents a growing collection of best
practices for model-driven approaches.
Concentrates on the specifics of
distributed software development in-
the-large, and avoids unnecessary
duplication by referring to relevant best
practices for software product line
engineering and agile software
development.

Is agnostic regarding the use and value
of Open Source infrastructure.

Views the development and use of
Open Source infrastructure as an
essential element for the emergence of
future software supply chains.
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2.3 MDSD and the Rational Unified Process
Readers may be familiar with the Rational Unified Process (RUP) framework, a
popular methodology framework for iterative software development, and may ask
how MDSD relates to RUP.

Rational Unified Process Model-Driven Software Development
Provides a very large framework of work
product and activity definitions that need
to be selectively trimmed down and
adapted for a specific project.

Is defined by a small set of core values
and a set of techniques expressed in
the form of patterns that are compatible
with these values.

Activities and work products do not
distinguish between domain engineering
(building a domain-specific application
engineering process and associated
tools) and application development.

Consistent with domain engineering
methodologies, MDSD only defines
work products for building software
factories, and the specification of work
products and activities for application
development is the result of a domain
engineering process.

The application development process is
based on a subset of RUP work products
and RUP activities.

The resulting application development
process is highly domain-specific, and
depending on the degree of
automation, may be radically different
from an instantiation of RUP.

Provides very little concrete guidance for
software design.

Refers to domain-driven design
principles to provide concrete guidance
for development of the domain layer
and a domain-specific product platform.

Is iterative in nature, but stops short of
providing guidance on the practical
aspects of implementing iterative
development.

Includes concrete techniques that
highlight the critical ingredients of
successful iterative development, and
defines the necessary feedback loops
between application engineering and
domain engineering.

Is agnostic regarding the use and value
of Open Source infrastructure.

Views the development and use of
Open Source infrastructure as an
essential element for the emergence of
future software supply chains.
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2.4 MDSD and Agile Software Development
MDSD is intended to be compatible with the principles for agile software
development; therefore MDSD only specifies activities that are critical to the model-
driven approach, and otherwise leaves room for the use of appropriately tailored
agile methodologies.

MDSD consciously only provides loose guidelines for team structure, recommended
documentation of standards, and the description of relevant skills - simply because
these aspects depend heavily on the specific context. The team structure is best
molded around the skill sets of the individual resource available, and the degree to
which standards need to be documented depends heavily on the degree of
automation achieved in the application engineering process.

The agility of MDSD can be determined by relating MDSD to each of the statements
of the Agile Manifesto:

Individuals and Interactions over processes and tools
MDSD does not prescribe detailed team structures, and does not prescribe the
micro-activities in the software development process. Instead, MDSD molds roles
and teams around individuals.
One reason for the existence of MDSD is the need for an approach that is defined
independently from the idiosyncratic, tool-specific constraints imposed by the
proprietary approaches of commercial MDA tool vendors. MDSD best practices
summarize the lessons learnt from conducting model-driven software development in
numerous organizations. Although tools to automate repetitive tasks play a key role
in MDSD, the tools are custom-built to the domain-specific requirements of those
who need to use the tools—application development teams.
To allow efficient management of iterative software development, MDSD insists on
the availability of an on-site customer, and relies heavily on interactive workshops
involving members of the software development team and end users—and including
stakeholders where required.

Working software over comprehensive documentation
MDSD strongly discourages the production of formal WORO (write-once, read-once)
documentation and avoids the production of WO (write-only) documentation that is
encouraged by tool-centric approaches. MDSD takes into account the domain-
specific context, and avoids exposing users to unnecessary complexity in the form of
rigid tools that present users with tens of irrelevant fields where "information" can
theoretically be entered.
The essence of agility is expressed in the first MDSD value:

We prefer to validate software-under-construction over validating software
requirements.

One of the highest priorities in MDSD is to produce working software that can be
validated by end users and stakeholders. In order to provide a practical framework
for iterative software development in larger environment, MDSD provides clear
guidelines for the validation of software-under-construction.
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It should be noted that "validating software requirements" is identical to "validating
software-under-construction" if requirements are automatically translatable to code or
if requirements are executable via simulation techniques.

Customer collaboration over contract negotiation
MDSD subscribes to Alistair Cockburn's definition of software development as "a
series of goal-directed, resource-limited, cooperative games of invention and
communication". In terms of the collaborative aspect of software development,
MDSD borrows heavily from Alistair Cockburn's Crystal methodologies and makes
the assumption underlying these methodologies that "everyone involved in the
software development process wants to be a good citizen".
The MDSD practices of FIXED BUDGET SHOPPING BASKET, SCOPE TRADING, and
VALIDATE ITERATIONS are designed specifically to create a collaborative environment
that de-emphasizes the importance of formal legal contracts in favor of a pragmatic
approach that allows a project's scope and priorities to undergo controlled evolution
as the level of understanding of the problem domain and the solution domain
increases over time.

Responding to change over following a plan
MDSD uses a technique called ITERATIVE DUAL-TRACK DEVELOPMENT that interacts
with the practices mentioned above to enable a fast response to change in both
domain engineering and application engineering. In fact, the whole purpose of
domain engineering can be seen as a commitment to making application engineering
as agile as possible.

It is worthwhile pointing out that the strong focus on short iterations in both domain
engineering and application engineering differentiates MDSD from older-style domain
engineering approaches.
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As will have become apparent, MDSD is influenced to a degree by Alistair
Cockburn's flavor of agility. Accordingly, we borrow the structure of the description of
MDSD from description of Alistair Cockburn's Crystal methodologies:

Acitiv ity

Role

Skill

Technique

Team

WorkProduct

Standard Tool

Figure 1 - The structure used to document MDSD
The core of MDSD is specified in the form of techniques, supplemented with
definitions of work products and roles where needed.

3 The Economics of Software Development

In this section we will use the term Industrialized Software Asset Development
(ISAD) instead of MDSD, as the perspective on software development taken in this
section is from an external perspective that is not concerned with the technicalities of
the model-driven approach.
The numbers collected by industry analysts and independent benchmarking
organizations such as the International Software Benchmarking Standards Group
(ISBSG) are well known: more than half of all software development projects don't
fully deliver on their objectives, many are late and few are on budget. To understand
what forces are at work leading to these numbers, we have to take a step back and
look at some fundamentals.
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3.1 The Software Lifecycle: From Inception to Obsolescence
Normally the term software lifecycle is used in discussions about the approach and
software development method used in a specific project or organization. To better
understand the economics of software development, it is interesting to take a
somewhat different perspective and track the life of a specific software system from
its inception to its decommissioning.
Many of the enterprise systems in use today still rely on legacy software that was
written well before object-orientation and component-based development became
popular. This means significant amounts of software are not component-based, and
complexity management of these legacy systems is out of control. Sadly, the story is
similar for many systems built with newer object-oriented languages and tools. These
systems are still rarely based on a scalable architecture that rigorously enforces
subsystem boundaries as a tool for active dependency management. A quote from a
senior software architect in a 1000+ person software organization (2003): Lack of
dependency management is the biggest problem in our organization - this is not
purely technical, it's a mindset thing. Hence if we track the life of a typical software
system that started out from a nice, small, and innocent looking code base over
several years, we find that the natural process of growth and aging has taking its toll
in the form of spurious complexity.

Figure 2 - Spurious complexity accumulating over time
From a certain point onwards, a sufficiently large set of new software requirements
therefore justifies a complete or partial rewrite of the software.
If software maintenance and enhancements are performed purely in the context of
working towards short-term, i.e. quarterly results, then the quality of the original
software design degrades significantly over time. Unfortunately treating software as a
capital cost, i.e. as an asset where maintenance only delays obsolescence of the
asset value encourages this trend [Henderson-Sellers 1996].
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This traditional accounting perspective is incompatible with the idea of incrementally
building and nurturing a domain-specific application platform and reusing software
assets across a large number of applications. Instead one can argue the case to view
high-quality software assets (models, components, frameworks, generators,
languages, techniques) in the same way as personnel assets that accrue over time.
By leveraging domain-specific knowledge to refactor parts of the existing software
into strategic software assets, the value of the software actually increases, rather
than decreases. Thus a long-term investment strategy is required to maximize return
on investment in strategic software assets.
Of course not all software used in an organization is worthwhile to develop into a
strategic asset. In ISAD the following classification scheme is used as a tool for
planning investments in software:

• strategic software assets—the heart of your business, assets that grow into an
active human- and machine-usable knowledge base about your business and
processes,

• non-strategic software assets—necessary infrastructure that is prone to
technology churn and should be depreciated over two to three years, and

• software liabilities—legacy that is a cost burden.
The identification of strategic software assets is closely associated with having a
clear business strategy, knowing which money-generating business processes are at
the core of an organization, and being able to articulate the software requirements
relating to these core processes. Strategic software assets are those that define your
competitive edge. Off-the-shelf business software, even very expensive enterprise
systems should only be considered strategic in terms of information about your
business stored in the databases of such products, because the functionality
provided is not unique and could be supplied from a number of vendors. In contrast,
organizations often use highly unique pricing methodologies for their products and
services, and off-the-shelf software can cover only a limited range of supported
pricing methodologies. Hence a pricing system that implements your specific
methodology may be an example of a strategic asset that is worthwhile to refine and
evolve, so that it remains a strategic asset, and does not degenerate into a liability
over time, i.e. a code base that is no longer fully understood by the software
development team. The SELECT FROM BUY, BUILD OR OPEN SOURCE pattern described
in the Techniques section of this paper covers this topic in more detail.
The reason why we also speak of Industrialized Software Asset Development (ISAD)
when talking about MDSD, is that the model driven approach is geared towards
making tacit domain knowledge explicit, and capturing this strategic knowledge in a
human and machine readable format.
In a nutshell, ISAD provides the tools to manage strategic software assets; off-the-
shelf products represent the main source for economical provisioning of non-strategic
software assets, and established Open Source infrastructure is a public asset than
can be leveraged to reduce the cost of building and maintaining strategic software
assets. Today, putting off the Open Source movement as a fringe phenomenon is
irresponsible from a commercial perspective, and software vendors who are
governed by a culture looking down on everything that's "not invented here" are
risking the future viability of their business model. A decision to build is often still the
default option, and often does not have to be justified according to the same criteria
that are applied to buying external software. Note that these statements apply
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regardless of whether you are a large corporation where software is only a means to
an end, or whether you are in the business of developing commercial software
products.

3.2 A New Iteration of the Iron Triangle
The old triangulation of time, scope, and resources is picked up by Alistair Cockburn
[Cockburn 2003] to show how a seemingly over-constrained software project (fixed
set of functionality, within a fixed time frame, and a fixed set of resources) can
successfully deliver on its objectives. Cheating the "iron triangle" involves no magic
or elusive silver bullet; it simply is based on the observation that in many cases the
software development process is bloated by non-essential activities that don't
contribute to the projects' outcome. Of course every software developer knows that
the software development process is only one of at least three quality variables that
can have a significant impact on the cost of a software project:
1. The skills and competencies of the software development organization
2. The efficiency of the software development process used
3. And the quality of the software architecture used to build software applications

Figure 3 - Cost drivers in the iron triangle
In the model illustrated in figure 3 above, total dollar cost for a software project can
be represented by the volume of the entire shape (i.e. the base triangle plus the
pyramid sitting on top.) The mental model works if we use the length of the skills,
process, and architecture edges to represent the size of quality problems in each of
these areas.  We can see then, that in the optimal project (where costs are reduced
to a bare minimum), the pyramid collapses onto the surface of the underlying
triangle.  This is a result of eliminating the problems with quality, as shown in figure 4.
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Figure 4 - Cheating the iron triangle by flattening the pyramid
Note that there is a significant degree of coupling between the three quality
variables of skills, process, and architecture. It is not possible, for example, to
flatten the pyramid by resolving only the architecture problems.  All three must
be addressed simultaneously.  The cylinder in the diagram above shows this
constraint.

The key message of this model is not the somewhat clumsy geometric analogy, but
the fact that there is usually a lot of room for improving software quality and
productivity even in a project where scope, time, and resources are fixed. Model-
Driven Software Development (MDSD), which encompasses component-based
development and software product line engineering principles, addresses all of the
three quality variables:
 Skills: It provides the tools for capturing tacit domain knowledge and skills in

human and machine readable format, i.e. knowledge about your specific business
and knowledge about the use of specific implementation technologies. Hence it
reduces the need for a large number of people with similar skills, and it protects
against the impact of resource churn.

 Process: It allows cost effective automation of repetitive tasks (using code
generation tools) within the software development process from design, through
development (or procurement), to testing and deployment. The sensible limits of
automation are determined by economical considerations, and not by a lack of
tool availability.

 Architecture: It mechanically enforces any given software architecture at a cost
that is significantly less than handcrafting the entire system. Quality will be as
good (or as bad…) as the architectural prototype designed by your best
designers.

3.3 Aligning Business and IT
Over time, business strategies, processes, and knowledge are refurbished and
refined. Similarly, software systems that support the business must evolve in parallel.
In this context we can again use the concept of the quality variables (skills, process,
and architecture) to illustrate how business and IT need to collaborate to achieve
overall alignment with business objectives, see figure 5.
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Figure 5 - The pyramids on top of the iron triangle in business and IT
The Model-Driven Software Development paradigm assists in the alignment of
business and IT as shown in figure 5:
 Skills: Assigning a very high value to domain knowledge that constitutes the

competitive advantage, and at the same time recognizing the potential to reduce
software development costs by explicitly including a buy/build decision in the
development process for all software assets.

 Process: Defining a software development process that builds on the principles
for agile software development, and that scales to distributed software
development in-the-large. ISAD relies on a fast iterative development cycle, and
institutes a self-correcting process for balancing rights and responsibilities
between business stakeholders and the software development team.

 Architecture: Using business knowledge and being domain-driven, to build a
software architecture that is aligned with the business process architecture.

Figure 6 - The software mirrors the business, no impedance mismatch
Software must be an enabler, and not an inhibitor, of organizational agility.  However,
the agility provided by particular software solutions (internally-built or off-the-shelf)
can sometimes come at a cost.  Occasionally, there needs to be a trade-off between
the agility that software can provide and the total cost of ownership for that software.
This trade-off is accomplished by adjusting the balance between strategic (critical to
the core) versus non-strategic (commodity) software assets, and internally-built
versus off-the-shelf software.
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Managing this balance is achieved by classifying software (whether it is internally-
built or off-the-shelf) as a strategic asset, non-strategic asset, or a liability (high
maintenance - typically legacy systems.) Once classified, the maintenance cost of
each asset (or liability) can be tracked.   By keeping total cost of ownership metrics
for both internally-built software and off-the-shelf software assets, rational decisions
can be made regarding the allocation of financial and human resources to the
development and leverage of those software assets.  Resource allocation should
focus primarily on the strategic assets and prevent resources from being wasted on
the "enhancement" of software liabilities.  Non-strategic software assets are
effectively short-lived commodity inputs, so therefore demand little resource focus.
Each potential asset needs to be carefully evaluated.  It is not always true that
implementing and configuring off-the-shelf software is the most cost effective and the
least time consuming option, especially if only a fraction of functionality offered by off-
the-shelf software is needed in the specific context.
The amount of internally-built software can be minimized by using off-the-shelf
software, as long as it is cost effective, and does not compromise the required
functionality.
The asset-based approach needs to be accompanied by a combined strategy of
gradually eliminating existing software liabilities, and guarding against the
appearance of new ones.  The former is achieved by pulling out and refurbishing
functionality that is currently embedded in the liability code-base, piece by piece, over
a period of time (referred to as incremental componentization).   The latter is
achieved by appropriately investing in the continued evolution of strategic software
assets, such that they do not deteriorate over time into future liabilities.

3.4 Metrics comparing MDSD with other approaches

See [Bettin 2002] for a direct comparison with fully "manual" software development
and with "traditional" UML-based software development.
The Software Product Line practice of the Software Engineering Institute features a
Product Line Hall of Fame [SEI PLHF] with numerous case studies on software
product line engineering.
The OMG's MDA web site [OMG MDA] also has pointers to comparisons between
approaches in the spirit of MDA and traditional software development.

3.5 The economics of incrementally getting from X to MDSD

Work-in-progress
 [Bosch 2000] provides insight into concrete case studies
• That demonstrate that a transition to product line engineering is viable and

beneficial,
• But that also highlight a lack of hard metrics on the transitioning costs to an

approach based on software product lines. This picture is changing, with [CN
2002] providing an overview of the different phases that an organization needs to
transition through to implement a software product lines approach.
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The transition to MDSD is similar to the transition to product lines, can however be
fast-tracked by introducing intermediate stepping stones based on ARCHITECTURE-
CENTRIC META MODELS. MDSD offers a lightweight and incremental path into domain-
specific application platforms and domain specific languages that requires less
upfront investment than a product lines approach as suggested in [CN 2002]. An
MDSD adoption strategy via architecture centric meta models is sketched in figure 7.
A more detailed discussion of this topic goes beyond this introduction of MDSD.

Establish disciplined, iterative 
requirements management

Classify the 
software inventory

Design the software
supply chain

Develop a
reference 

implementation

Extract
the infra-
structure

Development of a
domain-specific
product platform

Traditional software development mature iterative software development

Domain Engineering
workflow

Application Engineering
workflow

Non-model-driven
software development

Implement a managed process Standardise Infrastructure Architecture-centric MDSD

MDSD Software Product
Development

Evolve the infra-
structure

MDSDUnmanaged process

Figure 7 Adoption Strategy for MDSD

Again, metrics from a simple example as provided in [Bettin 2002] can be used to
illustrate the fundamental differences between model & domain-driven software
development and traditional approaches.

4 Myths about Model-Driven Approaches

Before we dive into the depths of concrete MDSD techniques it is a good idea to
discuss various myths that are in circulation regarding model-driven approaches.
Some of these myths have a long history, and can be traced back to the time when
the industry was transitioning from assembler programming to programming with
higher level, general purpose programming languages that insulated developers from
the instruction sets of specific processors.  Other myths have their origin in the 80s
and 90s and relate to experiences with CASE tools—where some of these myths
were not myths but sad reality—that are now being transposed onto model-driven
approaches in general.
In fact, you may use the explanations that dispel these myths to navigate your way
around the various MDSD techniques, and to gain an appreciation of how they could
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be of use in your specific context. In the table below we use SMALL CAPS to refer to
relevant patterns in the Techniques section.

Myth Explanation
Model always equals
UML model.

In MDSD domain-specific FORMAL META MODELS and
domain-specific languages are used to express models.
The domain-specific meta models can be very lightweight
and don't carry any unused baggage.

Modeling always
implies having all
specifications in the
form of visual models,
at the same level of
abstraction as the
implementation source
code.

(This is the view taken
by UML tool vendors
advocating "round-trip"
engineering)

A RICH DOMAIN-SPECIFIC PLATFORM leads to specifications
that can be kept at a significantly higher level of
abstraction than traditional source code. This means
specifications are expressed in abstractions that model
the problem domain rather than the solution domain.
Round-trip UML tools are useful for teaching the UML
notation, but are insufficient for serious modeling. Only
certain types of models are conveniently expressible in
UML.

Code generated from a
model is ugly and not
really suitable for
human readers.

PRODUCE NICE-LOOKING CODE … WHEREVER POSSIBLE is
supported by EXTRACT THE INFRASTRUCTURE, which
means your generated code is as good or as bad as the
code produced by your best designers.

Generated code has
lower performance
than handcrafted code.

EXTRACT THE INFRASTRUCTURE allows generated code to
have best-possible the performance by giving your
designers time to polish and round-off an architectural
prototype that serves as the basis for creating generic
code templates. In comparison to traditional
development, MDSD allows you to refactor and refine the
prototype at any point, and SEPARATE GENERATED CODE
AND NON-GENERATED CODE allows you to ripple the
changes through the entire code base.

A generative approach
ties you too strongly to
a tool and a specific set
of technologies.

MODULAR, AUTOMATED TRANSFORMATIONS where MODEL
TRANSFORMATIONS ARE FIRST CLASS CITIZENS ensure that
ties to specific tools are localized. Additionally, software
development tools are increasingly becoming part of
basic, commoditized infrastructure, which going forward
will include more and more Open Source components.
MDSD advocates SELECT FROM BUY, BUILD, AND OPEN
SOURCE.

Model-driven
approaches are
incompatible with the
concept of agility.
Model-driven is the

Firstly MDSD relies on RICH DOMAIN-SPECIFIC PLATFORMS,
and does not represent another attempt to come up with
a unified general purpose language for all situations in
life. Secondly ITERATIVE DUAL-TRACK DEVELOPMENT is a
significant departure from top-heavy big design up-front
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Myth Explanation
same as CASE and we
know it doesn't work.

approaches.

Regeneration is not
practical and model
and code will always
get out of synch at
some point.

If you BELIEVE IN REINCARNATION and LEVERAGE THE
MODEL this becomes a non-issue. SEPARATE GENERATED
AND NON-GENERATED CODE provides further practical
guidance, including advice on how to manage
handcrafted code, which no one claims will entirely go
away.

It takes longer to write
the generator than to
hand-code everything.

Modern template language based generators allow highly
intuitive templatization of even very complex code, and
experience from numerous practitioners shows that
EXTRACT THE INFRASTRUCTURE takes only 20% to 25% of
the time it takes to write and validate an architectural
prototype. A prototype needs to be written anyway, and
the MDSD approach is measurably faster than a manual
approach.

Adapting the generator
to accommodate chan-
ges takes longer than
manually changing the
generated code.

If you take care to SEPARATE GENERATED CODE FROM NON-
GENERATED CODE and continuously evolve your
architectural prototype to EXTRACT THE INFRASTRUCTURE,
then MDSD is always faster than manually changing tens
and hundreds of implementations of design patterns.

Code generators are
not object-oriented and
code produced by code
generators is not
object-oriented. It is
always better to write
an object-oriented
framework than to write
a code generator. In
fact, writing a code
generator is a cop-out
from good framework
design.
(The code produced by
code generators is
typically a monolithic
non-structured chunk
of code that is
indecipherable. Ever
looked at the program
generated by yacc?)

If you identify with this line of reasoning, then you should
take a step back can consider that writing an object-
oriented framework and writing a generator to automate
the use of the framework actually goes hand in hand and
represents a step forward in framework design.
In MDSD LEVERAGE THE MODEL is counter-balanced and
complemented by RICH DOMAIN-SPECIFIC PLATFORM, very
similar to the way the dynamic and structural aspects of
an object-oriented model complement each other.
Modern code generators are not comparable to the toy
generation utilities that every programmer has written at
some point.
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Myth Explanation
Code produced by
code generators is not
as reliable as hand
crafted code in the
sense that the
generator can not be
trusted in all scenarios.

(There will always be
some situations that
the generator can't
deal with that need to
be hand-coded)

It is wrong to assume that a few "unpredictable"
exceptions to a pattern make the use of a generator
unpractical or uneconomical. MDSD does not attempt to
eliminate all traditional source code written in general
purpose languages. SEPARATE GENERATED AND NON-
GENERATED CODE provides pragmatic techniques for
complementing generated code with relevant pieces of
handcrafted code.
This myth is based on the belief that writing code by hand
is both inherently not only more efficient but also less
error prone. When pressed to give examples people
believing this myth will often cite obscure compiler or
assembler bugs. They don't realize that if that was the
Achilles heel of program generators, that we would have
stopped using programming languages long ago.
Perhaps we should rather use machine language?
This myth is also related to the fear that because one
might not be able to understand the output of a
generator, then if it was wrong, it would be impossible to
fix. Guess why in MDSD we PRODUCE NICE-LOOKING
CODE … WHEREVER POSSIBLE! The code will be as nice or
as ugly as you make your carefully handcrafted
architectural prototype. In fact, practice has taught us that
EXTRACT THE INFRASTRUCTURE typically makes us realize
flaws in the architectural prototype that otherwise would
go unnoticed, and would then be propagated through the
entire code base via the traditional mechanism of copy-
and-paste for pattern implementation.

We are interested in hearing about further myths and beliefs related to model-driven
approaches to software development. Please send candidate myths to
info@mdsd.info.
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5 Techniques
The set of techniques that characterizes Model Driven Software Development covers
best practices for process and organization, domain modeling, tool architecture, and
application platform development. This section is a shortened version of a paper on
patterns for MDSD [VB 2004], the original paper contains concrete usage examples
as part of the pattern descriptions.
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Figure 8 - Overview of MDSD techniques
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The description of an MDSD-based development process in pattern format leads to a
compact specification, but it does not necessarily provide a clear big-picture
overview. See [Bettin 2004b] for a high-level overview of the essential software
design and development activities in sequential order.

5.1 Process and Organization
Model Driven Software Development is based on a clear distinction between domain
engineering, i.e. designing and building an application platform and application
engineering, i.e. designing and building individual applications. This separation of
concerns has a long track record in companies practicing software product line
engineering [CN 2002].

Iterative Dual-Track Development
You are developing a software system (family) using MDSD. One or more teams are
working on one or more applications, and you need to incrementally develop and
refine a domain-specific infrastructure (application platform). You need to deliver
iterations at fixed points in time, and the disruption caused by upgrading to new
iterations of the infrastructure needs to be minimized.
Therefore:
Develop the infrastructure as well as at least one application at the same time. Make
sure infrastructure developers get feedback from the application developers
immediately. Develop both parts incrementally and iteratively. In any particular
iteration, infrastructure development is one step ahead. New releases of
infrastructure are only introduced at the start of application development iterations. In
practice, to achieve sufficient agility, iterations should never be longer than four to six
weeks and it is a good idea to use a fixed duration for all iterations.

Integration
and

Feedback

Application
Development

(n)

Infrastructure
Development

(n+1)

feedback

Figure 9 - Iterative dual-track development
Note that this incremental, iterative process based on synchronized timeboxes does
not mean that you should not do some kind of domain analysis before starting
development. A good understanding of the domain is a useful precondition for doing
MDSD. Once development is under way, further domain analysis is performed
iteratively as required as part of the infrastructure workflow. It is also a good idea to
EXTRACT THE INFRASTRUCTURE from a running application. This can either be a
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prototype created for the current software system family or it can be a number of pre-
existing legacy applications in the respective domain.
An infrastructure team is at risk of leaping on interesting technologies and then
hijacking the agenda to embark—with the best intentions—on bestowing the rest of
the world with a new silver bullet. This risk can be managed by ensuring that the
architecture group (i.e. consisting of representatives from the application
development teams) is given the mandate to exercise SCOPE TRADING and
VALIDATE ITERATIONS, so that the infrastructure being developed becomes a real
asset from the perspective of application developers.
As a downside of this approach, it requires effective synchronization among the
different sub-processes, and versioning can become an issue, specifically with
today’s MDSD tools. Also, updating (refactoring) the application models to comply to
and utilize the new version of the infrastructure can be a non-trivial endeavor.
Note that once MDSD is well established in an organization, the technology
infrastructure is highly standardized, and the focus of work shifts from standardizing
use of technologies to building a domain-specific application platform, hence the term
"application platform development" becomes a more accurate description over time.

Fixed Budget  Shopping Basket
You are developing software and need to ensure that a fixed amount of money is
spent wisely to build a product that meets customers' needs. Practical experience
shows that large software development initiatives usually result in high risks for the
customer and the software developer. In anticipation of the risks both parties attempt
to mitigate the impact, the customer by insisting on a fixed price, and the software
developer by building contingency into the fixed price. These simplistic mitigation
strategies don’t work, as the impact of the risks of large-scale software development
is hard—if not impossible—to measure accurately in advance. Paying a premium for
a fixed price contract does not guarantee that the delivered system will meet user
needs at the time of deployment. Similarly adding significant contingency to the
estimated effort does not guarantee that a fully featured system can be delivered on
time and within budget.
Therefore:
Work with a FIXED BUDGET SHOPPING BASKET for each iteration and use
timeboxed iterations of constant length to provide shippable code at least every three
months. VALIDATE ITERATIONS provides the "checkout" procedure to confirm the
items that meet expectations, and to put unsatisfactory items back on the shelf of
open requirements. Subsequently SCOPE TRADING is used by business
stakeholders in collaboration with selected end users to spend their fixed "iteration
budget" to fill the FIXED BUDGET SHOPPING BASKET for the next iteration.
Rather than performing time consuming, repetitive reviews of requirements relating to
customer needs as perceived at the inception of the project, much better results are
achieved by regularly performing VALIDATE ITERATIONS to test-drive the software
product under construction.
Requirements that have failed validation are annotated with clarifications, and are
listed alongside any new requirements that may have emerged during the last
iteration. Subsequently the development team calculates realistic prices for all open
requirements to enable SCOPE TRADING.
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The work of two or three iterations can be packaged and made available in the form
of an intermediary release. The short release cycle makes SCOPE TRADING
practical, i.e. the addition of important new requirements delays the implementation
of less important features by a couple of months, and not by longer periods. The
quality of a release has to be such that it is shippable; i.e. it must have passed all
phases of testing. For this reason the last iteration in a release focuses on bug fixes,
testing, and packaging.
The following set of rules summarize the management of releases and iterations:
• Use timeboxed iterations that are shorter than six weeks, validated by

users/customers.
• Produce shippable code at least every three months
• Ideally, deploy into production every three months to get “live” feedback
• For development of new business applications, “go live” within nine months, don’t

risk losing the team (mother) or the application (baby) as illustrated in the
diagram below.

application space (scope)

time horizon < 9 months

iteration 1

target t1

target t2

target t3

iteration 2
iteration 3

ap
pl

ic
at

io
n 

sp
ac

e 
(s

co
pe

)

Figure 10 - Managing timeboxed iterations with a fixed-budget shopping basket
Each point in the "application space" represents a potential system, with richness of
functionality represented as the distance from the origin. In well-run iterative and
incremental development, each iteration should lead to an increase in functional
richness.
Effectiveness of this practice has been confirmed over many years, in a large number
of software development projects in various industries and involving a wide range of
technology stacks. The technique has even been applied to fixed-price projects,
which effectively became fixed-budget, variable-scope projects.

Scope Trading
You need to develop a (project) plan for the next iteration consisting of a fully
prioritized list of requirements that are scoped for the next iteration.
The content of each iteration needs to reflect the priorities of requirements in terms of
relevance to the business, and also needs to include items that are of critical
architectural significance. Each iteration needs to deliver functionality that can be
validated by end users and stakeholders in a meaningful way, and at the same time
architecturally significant items cannot be overlooked. If new requirements are



                                                                                                                

Page 30 Model-Driven Software Development

allowed to be raised during iterative development, how do you manage scope and
prevent scope creep?
The primary intention of an iterative approach is to enable validation and allow early
feedback to influence the direction of the project. It makes little sense to measure
progress against a fixed list of requirements that were drawn up at the start of the
project. Instead, it is important to confirm how close the project is to meeting the
needs of users and stakeholders at regular intervals.
It is not uncommon to see "iterative" development without direct stakeholder
feedback. Although it still allows to eliminate architectural risks as early as possible, it
means that iterative development falls far short of its potential, and—from the
perspective of the customer—it is much like classical waterfall development, with a
big surprise at the end.
Therefore:
At the beginning of each iteration, use a formal scope trading workshop to agree the
scope of each iteration. Ensure that not only end users but also other relevant
stakeholders are present at the workshop so that priorities can be agreed. Formally
document results of the workshop, and then proceed within the timebox based on the
priorities defined in the scope trading workshop to ensure that estimation errors don't
affect the most important requirements and items of critical architectural significance.
The duration of a scope trading workshop can vary, usually it takes 1 to 4 hours,
depending on size of the project. The scope trading workshop occurs after
VALIDATE ITERATION, as soon as indicative estimates of the effort for the
remaining open requirements have been compiled by the development team based
on velocity figures from the last iteration. Agile methodologies such as Extreme
Programming explain how to pragmatically measure velocity and estimate
requirements. Alternatively there are similarly pragmatic approaches based on use
case points. We refer to [Beck 2000] for the details of estimating the effort associated
with individual requirements.
The scope-trading workshop involves the project manager, the architect, key
stakeholders, and selected end users. The objectives for the workshop are simple:
• Assigning a strict sequence of priorities to requirements items (stories, use case

scenarios, features—whatever is used in the methodology used in the project) by
the user/stakeholder community.

• Identification of all requirements that are of architectural significance for the next
iteration(s), that need to be included in the coming iteration.

As a guideline, no iteration should be filled entirely by architecturally significant items,
unless some of these items coincide with those that are at the top of the list of user
priorities. Over the course of several iterations, the number of architecturally
significant items should decrease, such that the stakeholder/user community drives
the direction of development. On the other hand, at the beginning of a project more
architectural work needs to be done, which goes hand in hand with the well-known
practice to build a “technical prototype” at the beginning of a project. Once a
development organization has a good MDSD infrastructure for a certain domain, new
projects will start with user requirements right away.
All items that don't fit within the timebox are moved onto the list of open requirements
for following iterations as candidate scope items. At this point, end users and
stakeholders have a last chance to trade scope for the coming iteration; however
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changes should be minimal if the preceding prioritization exercise has been
performed properly. If end users can’t agree on a strict sequence, the stakeholder(s)
can determine an arbitrary sequence. This sets clear expectations of what would get
dropped off in next timebox in case of changes in scope or resource limitations.
This practice is just as relevant for small three-month web application development
projects to large-scale product development involving project teams of more than one
hundred people.
Scope trading is scalable to product development involving multiple customers with
different agendas, where every customer is contributing different amounts to the
available product development budget. In this case an open and fair voting process
can be established by giving every customer a set of "priority points" in proportion to
their financial contribution, and then allowing every customer to allocate "priority
points" to the items on the product roadmap. Arbitration of priorities can occur in an
anonymous format facilitated by the product vendor, or even an independent third
party. The facilitator's role is restricted to iteratively allowing customers to revise their
priority point allocations, until no customer desires further adjustments. The concept
can be accelerated or timeboxed by the provision of electronic collaboration tools
similar to the tools used to implement electronic auctions.

Validate Iterations
You want regular confirmation that the project is on track. End users need the ability
to test drive software-under-construction, and users as well as stakeholders need the
ability to provide useful feedback to the development team. Although having an on-
site customer ensures that requirements can be clarified on a daily basis, and that
selected end users test-drive software-under-construction continuously, scope within
a timebox needs to remain fixed, progress needs to be tracked at regular intervals
and stakeholders need to confirm the accuracy of the direction proposed by end
users.
End users and business experts may identify and articulate new requirements at any
point in a project, but the scope of a timeboxed iteration needs to be kept stable.
Although changed requirements necessitate a re-estimation of the effort by the
development team the development team should not be distracted during an
iteration. Additionally, priorities need to be realigned on a regular basis without
causing churn in the development process.
Overall, end-of-iteration activities, including re-estimation of effort should be
packaged into the shortest possible schedule, so that further development can
continue in a new timebox with new priorities as soon as possible.
Therefore:
A timebox is concluded with a formal iteration validation workshop to confirm
progress and to document the parts of the software that are acceptable to users and
stakeholders. Let an end user that acted as the on-site customer drive the
demonstration of implemented features. Explicitly communicate to the end user and
stakeholder community that new requirements can be brought up at any point.
Encourage exploration of "what-if" scenarios—stakeholders may develop a new idea
while watching the demonstration, and similarly the architect may want to use the
opportunity to raise issues that may have escaped the requirements elicitation
process and that have been uncovered by the development team.
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VALIDATE ITERATIONS complements the on-site customer. If one of the two
practices is not implemented, then there is a significant risk of failure of iterative
development. On-site customer is about enabling iterative, incremental user
acceptance testing, and VALIDATE ITERATIONS is about formally confirming user
acceptance test results and allowing new scope to enter the development cycle.
Results of the validation workshop are documented in an Iteration Assessment that
consists of
• A list of features that the customer has accepted
• A list of outstanding requirements
• A list of re-work items
After a validation workshop, and prior to SCOPE TRADING, high-level requirements
specifications need to be updated and revised such that requirements size estimation
is possible.
The total duration of the end-of-iteration activities including SCOPE TRADING varies
from less than a day of up to five days in the extreme case—the less time is used the
better, however the level of discipline cannot be compromised. The amount of effort
involved depends on the amount of requirements covered, complexity of the
functionality under validation, and on how quickly consensus between stakeholders
and amongst the end users can be reached.
Ideally an end user drives the presentation of the system, explaining new
functionality to his peers. Alternatively a business analyst may drive the presentation.
Independent of the main presenter, a facilitator familiar with the software-under-
construction is required to reach agreement on whether specific implemented
features satisfy requirements or require modification to be acceptable to the
customers. The facilitator also acts as the scribe and documents all features and
parts of features that the end users accept as presented. Features may be accepted
subject to minor modifications that need to be documented in the workshop. The
deficiencies of features not acceptable to the end users or to other business experts
in the audience need to be documented by the facilitator.
In distributed projects that span time zones and geographies, validation workshops
may need to be conducted using electronic means such as video/voice conferences
coupled with web-based tools that allow the sharing an application across several
sites. In the scenario of a large number of stakeholders (customers), validation
workshops may need to be performed involving representatives from a user group
and selected customer representatives. Additionally, there may be a requirement to
conduct more than one workshop with different audiences—in which case care has
to be taken not to hold up further product development by dragging out the end-of
iteration activities.
This practice consistently leads to reduction in project risk, and improved
relationships with customers.

Extract the Infrastructure
At the beginning of an MDSD project you often don’t know how to get started. You
know that you should use ITERATIVE DUAL-TRACK DEVELOPMENT, but how do
you get started, anyway? You want to have at least one running application as fast
as possible.
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Building a MDSD infrastructure requires you to think in terms of model
transformations and meta models. You will have to scatter the implementation code
over many transformation statements/rules (code generation templates, etc.). This is
an approach many people are not use to.
Also, you want to make sure you don’t have to debug the generated code forever in
the early phases of the project. The generated code should have a certain minimum
quality. You want to make sure it actually works.
Therefore:
Extract the transformations from a running example application. Start by developing
this prototype conventionally, and then build up the MDSD infrastructure based on
this running application. Start ITERATIVE DUAL-TRACK DEVELOPMENT after this
initial stage.

Manually
Developed
Prototype

Transformations

DSL(s)

Metamodel

Application Model

Platform(s)
Application

Development

Infrastructure
Development

Figure 11 - Leveraging the value of a manually developed prototype
The prototype application should be a typical application in the respective domain,
not overly simply, but also not too complicated. If you are building a big and complex
system, only use a subsystem of the whole system as an example.
There are two flavors of this pattern:
• In case you have been working on applications in the respective domain for a

while and want to introduce a model-driven approach, you EXTRACT THE
INFRASTRUCTURE from the previously developed applications.

• In case you start with a completely new software system family (green field), you
should really develop a prototype in the sense of the word and EXTRACT THE
INFRASTRUCTURE from it.

Note that it is important that you extract the infrastructure from an application that has
high-quality architecture since this will be the basis for your software system family.
So, even if you do have a set of legacy applications, it might be a good idea to write a
new prototype with a new, improved, cleaned-up architecture.
Based on experience of practitioners, this infrastructure extraction (or
“templatization”) takes roughly 20-25% of the time it takes to develop the prototype.
This approach not only allows you to extract the transformations; it also helps you
come up with a reasonable domain meta model as a basis for your DSL. Coming up
with an expressive, small DSL also needs iterations as described in ITERATIVE
DUAL-TRACK DEVELOPMENT.
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Note also that some kinds of generators (specifically those using text templates)
support the extraction of template code from running programs very well.
As a final remark we want to mention that the “templates” as mentioned above have
nothing to do with C++ templates. Code generation templates are typically specific to
a generator and allow you to navigate over the meta-model. They provide all the
usual control logic constructs, nesting, etc. Typically, they are quite small and simple
to use.

Build a Workflow
Formalize the development process, for which workflow is a good paradigm. Make it
changeable and agile. Having a documented workflow process helps to build team
routines. Nothing helps more in keeping schedules and deliver quality than having
ingrained routines.

5.2 Domain Modeling

Formal Meta Model
A domain always contains domain-specific abstractions, concepts and correctness
constraints. These have to be available in the DSL used for developing applications
in the domain. How do you make sure your DSL (and thus your applications defined
with it) are correct in the sense of the domain?
Consider a DSL based on UML where you represent domain concepts as
stereotyped UML classes. While UML allows you to define any kind of associations
between arbitrary model classes, this might not make sense for you domain. Only
certain kinds of associations might be allowed between certain kinds concepts
(stereotyped  classes). In order to come up with valid models, you have to respect
these domain-specific constraints.
Therefore:
Use a formal means to describe your meta model. Describe it unambiguously and
make it amenable for use by tools (IMPLEMENT THE META MODEL) to actually
check your application models described using the DSL.
There are several useful notations for defining meta models. One very popular one,
especially if you’re using a UML-based DSL is MOF. If your DSL is based on
extending the UML (e.g. using a Profile), make sure your meta model is as restrictive
as possible and only allows the constructs you want to support explicitly – “disable”
all the non-useful default UML features. Another useful meta modeling technique can
be based on feature modeling – especially if you’re mainly configuring applications
with features.
It requires quite some domain-experience to come up with a good domain-specific
meta model and DSL. In many organizations, however, a model-driven approach is
used primarily to auto-generate the “glue code” required to run business logic on a
given technical platform. In such as case, you may want to use an ARCHITECTURE-
CENTRIC META MODEL.
If the latter approach is used, the main purpose of the meta-model is to enforce
specific architectural constraints and to provide an efficient mechanism for designers
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to express specifications that is free from concrete syntax of implementation
languages and from implementation-platform dependent design patterns.
When building the meta model, make sure you understand your domain. Building a
glossary or ontology as a first step can help. Of course, the meta model is defined
incrementally, using ITERATIVE DUAL-TRACK DEVELOPMENT.

Talk Meta Model
It is important to continuously improve and validate the FORMAL META MODEL for a
domain. It has to be exercised with domain experts as well as by the development
team. In order to achieve this, it is a good idea to use it during discussions with
stakeholders by formulating sentences using the concepts in the meta model.

Component

Port
owns *

Interface
implements 1

Required Port Provided Port

provides
operations
defined by

provides access to operations defined by

Figure 12 - Example of a domain-specific meta model
Consider the example above. When talking to stakeholders, use sentences like
• A component owns any number of ports.
• Each port implements exactly one interface.
• There are two kinds of ports: required ports and provided ports.
• A provided port provides the operations defined by its interface.
• A required port provides access to operations defined by its interface.
As soon as you find that you cannot express something using sentences based on
the meta model, either
a) you have to reformulate the sentence,
b) the sentence’s statement is just wrong, or
c) you have to update the meta model.
This technique is a well-known technique in domain modeling and relates to the
ubiquitous language pattern in Eric Evan’s book [Evans 2000], which also contains
many other useful techniques for the design of domain-specific frameworks.

Architecture-Centric Meta Model
In case you cannot come up with a sophisticated, domain-specific meta model you
can directly represent concepts of the technical platform in the meta model. This
results in architecture-centric model-driven development and in relatively simple
transformations. Over time, more and more domain-specific concepts can be added
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to the meta model, making models more expressive, less dependent on the technical
platform, but requiring more complex transformations.
The following two diagrams show a meta model that has been developed for large-
scale distributed development of business applications, see [Bettin 2003] for more
information.

Figure 13 - Example of an architecture-centric meta model
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5.3 Tool Architecture

Implement the Meta Model
Having a formally defined meta model for your domain is a good thing; however, you
need to use it efficiently when developing applications that are part of the defined
family. The meta model will not be useful if it is only documented on paper
somewhere – just as any paper-only artifact.
Manually checking models against the underlying meta model is an error prone and
tedious task. Relying on off-the-shelf modeling tools typically does not help, since
they don’t “understand” your meta model (this may change over time!). UML tools,
even if they understood your meta model, could only check UML based models.
However, to make sure your generator can actually generate and configure your
application, you have to make sure your model is “correct” in the sense of the meta
model.
Therefore:
Implement the meta model in some tool that can read a model and check it against
the meta model. This check needs to include everything including declared
constraints. Make sure the model is only transformed if the model has been validated
against the meta model.
This approach is in line with MDSD, since you want to make sure your meta model is
not „just a picture“, but instead a useful asset in your MDSD process. You can
generate the implementation for the meta model from the meta model itself using an
MDSD approach, or implement it manually.
The meta model implementation is typically part of the transformation engine or code
generator since a valid model is a precondition for successful transformation.

Ignore Concrete Syntax
Every model must be represented in some concrete syntax (e.g. XMI for MOF-based
models). However, defining the transformations in terms of the concrete syntax of the
model makes your transformations clumsy and cluttered with concrete syntax detail
when you really want to transform instances of your meta model. How can you make
sure your transformations do not depend on concrete syntax?
Definition of transformations based on the concrete syntax is typically a very error-
prone an inefficient task. Consider using XMI. XMI is a very complicated syntax.
Defining transformations based on XMI (and maybe XSLT) is not very efficient.
Also, in many cases several concrete syntaxes are useful for the same meta model,
for example if you are using different DSLs for different TECHNICAL SUBDOMAINS.
Defining the transformations based on concrete syntax unnecessarily binds the
transformation to one specific concrete syntax.
Therefore:
Define transformations based on the source and target meta models. Make sure the
transformer uses a three phase approach:
• first parse the input model into some in-memory representation of the meta model

(typically an object structure),
• then transforms the input model to the output model (still as an object structure)
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• and finally unparse the target model to a concrete syntax
This approach results in a much more efficient and productive way of specifying
transformations. It also makes the transformer much more flexible, because it can
work with any kind of concrete syntax. This is particularly important in case of XMI-
based concrete syntax, because the details of XMI vary between UML tools. You
don’t want to bind you transformation to one specific tool (and maybe even tool
version).
Code generators (transforming a model to code) often do not use the full three phase
approach, but directly generate textual output from the input model instance; creating
an output AST instance would be overly complicated. Instead, templates are used
that access the source meta model.
Note that this approach fits together neatly with the IMPLEMENT THE META
MODEL pattern. If done right, the same implementation can be used for both
purposes. The templates can then access the meta objects directly; properties of the
meta objects can be used to provide data for template evaluation as shown in the
following illustration.

Name() : String

<<metaclass>>
UML::Class public class <<Name>>

       implements <<Name>>Interface {
  // more
}

Metamodel Template

Figure 14 - Accessing the meta model from within a template language

Modular, Automated Transformations
In order to more easily reuse parts of a transformation, it is a good idea to modularize
transformations. Consider the following example.

Banking-
Metamodell

Bank /
OO OO Metamodel

J2EE Metamodel
Prozess

Metamodel
Bank /
Prozess

OO/
J2EE

Prozess/
J2EE

WLS
Metamodel

WebSphere
Metamodel

J2EE/
BEA

J2EE/
IBM

Java
Metamodel

BEA/
Java

IBM/
Java

Figure 15 - Generating J2EE applications in the banking domain
Imagine now we want to generate J2EE code for call center applications. Since the
transformations are modular, we just have to exchange the first part. All the work that
went into the subsequent transformations can remain unchanged.
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CallCenter
Metamodel

CC /
OO OO Metamodel

Prozess
Metamodel

CC /
Prozess

...

...

...

Figure 16 - Reusing the J2EE meta model
Finally, if we want to port both software system families to .NET, we just have to
exchange the backend.

OO Metamodel

Prozess
Metamodel

OO/
.NET

Prozess/
.NET

.NET Metamodel .NET/
C# C# Metamodel

Figure 17 - Reusing the application domain-specific meta models
If you only had one single, direct transformation, this kind of reuse would not be
possible. Note that in contrast to the OMG, we do not recommend looking at,
changing or marking the intermediate models. They are merely a standardized format
for exchanging data among the transformations. If we need model markups to control
or configure some or all of the transformations, these should be supplied as
EXTERNAL MODEL MARKINGS.

Model Transformations are First Class Citizens
As we have seen, model transformations, whether model-to-model or model-to-text,
need to be treated as respectable work products alongside models and pieces of
hand-crafted code, and not merely as an afterthought. This allows model
transformations to be versioned, pieces of work to be allocated to different teams,
and it facilitates the design of modular transformations.
Some of today's tools still treat transformations as the poor cousins of models and
traditional source code. But there are notable exceptions, and many template-based
generators store individual templates as files. However a proven and accepted
paradigm for management of transformations is still lacking.

Aspect-Oriented Meta Models
If you implement the meta model, make sure you don’t mix problem-domain meta
model, stuff with solution-space utility functions. Separate them out of the meta
model using AO techniques.

Descriptive Information In Models
In order to facilitate versioning and multi-version generators, you have to make sure,
the generator knows for which version of the DSL a particular model has been built.
To make this possible, embed this descriptive information in the model; this might
also include author, release status, etc.
In DSLs using custom syntax, adding this information is trivial. In UML it is not as
trivial, at least if you want to keep the approach portable. The following approach
works portably in all tools: add a class with a reserved stereotype that has tagged
values for the you want to represent. The following is an example.
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{Author=Markus,
DSLVersion=1.3}

<<ModelInfo>>
ThisIsTheModelname

5.4 Application Platform Development

Two-Stage Build
You are working in the context of a software system family and need to design a
model driven generator. It is often very complex to incorporate all product
configuration steps into one transformation run. Features might have dependencies
among each other. Different parts of the system are typically specified using different
means. How can you build an efficient transformation process?
Consider the selection of a target platform. Depending on the platform, different
transformations must be executed. The selection of the platform thus determines
which transformations to execute. It is very hard to incorporate all alternatives into
one set of transformations that takes care of all possibilities.
Other such issues are the selection of certain libraries, or typical cross-cutting
concerns.
Therefore:
Separate the generation run into two stages: the first stage reads some kind of
configuration and prepares the actual generator for the core transformation. The
second stage is the execution of the transformer and uses the preparations done in
the first stage.

In many cases, the first stage uses a different tool (such as a batch file or an ant
script) to prepare the generator itself. Also, while the model for the second phase
often describes application functionality or structure, the specification for the first step
is actually more of a tool configuration activity.
As a consequence of the fact that there is no well-proven paradigm for
transformation/template code management, each tool has its own idiosyncrasies.
Usually the approach taken is driven much more by the tool architecture than the
structure of the domain. Since many tools use a file-based approach, the example
given below is representative.

Separate Generated and Non-Generated Code
If only parts of the application is generated, “blanks” must be filled-in by manual
programming. However, modifying generated files by adding non-generated code
creates problems in the areas of consistency, build management, versioning and
overwriting of manually written code when regenerating.
If generated code is never ever modified, the whole generation result can simply be
deleted and regenerated if necessary. If the code is modified, there must be special



                                                                                                                

Page 41 Model-Driven Software Development

protected areas that the generator does not delete when regenerating code; this
requires the generator to actually re-read the generated code before regeneration
and to preserve the protected areas. Consistency problems can arise (when the
model is changed in ways that make the non-generated parts incompatible).
Also, versioning is more complicated, since the manually written code and the code
generated from the model are in the same file, although they should be versioned
independently.
Therefore:
Keep generated and non-generated code in separate files. Never modify generated
code. Design an architecture that clearly defined which artifacts are generated, and
which are not. Use suitable design approaches to “join” generated and non-
generated code. Interfaces as well as design patterns such as factory, strategy,
bridge, or template method are good starting points.
As a consequence of using this pattern, the application is forced to have a good
design that clearly distinguishes different aspects. Generated code can be
considered a throwaway artifact that need not even be versioned in the version
control system. Consistency problems thus cannot arise.
There is another reason why this pattern is critical: Often the hand-crafted code (that
is not practical to generate) is also the code that needs to be adapted when
implementing a new variant of a product or a family member of a product line. Thus
separating generated from non-generated code is critical for effective management of
variants and helps to identify points of variation.
On the downside, this approach sometimes requires a bit more elaborate design or
some more (manual) programming.
Sometimes, for performance reasons, there are situations when direct insertion of
manually written code into generated code is unavoidable, this makes the
introduction of protected areas mandatory.
This pattern can be generalized in the sense that in many cases, you have several
generators generating different parts of the overall system, for example in the context
of TECHNICAL SUBDOMAINS. Manually written code can be seen as only a very
special kind of generator (the programmer). The architecture clearly has to cater for
these different aspects.
The following diagram shows, how generated and non-generated code could be
combined, using some of the patterns mentioned above.
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a)

b)

c) d) e)

generated code non-generated code

Figure 18 - Interfacing generated and non-generated code
First of all, generated code can call non-generated code contained in libraries (case
(a)). This is an important point, as it basically says that you can minimize the amount
of generated code by relying on pre-implemented components wherever possible. As
shown in (b), the opposite scenario is of course also possible. A non-generated
framework can call generated parts. To make this more practicable, non-generated
source can be programmed against abstract classes or interfaces which the
generated code implements. Factories can be used to „plug-in“ the generated
building blocks, (c) illustrates this.
Generated classes can also subclass non-generated classes. These non-generated
base classes can contain useful generic methods that can be called from within the
generated subclasses (shown in (d)). The base class can also contain abstract
methods that it calls; they are implemented by the generated subclasses (template
method pattern, shown in (e)). Again, factories are useful to plug-in instances.

Rich Domain-Specific Platform
You are generating code from domain-specific models. In the end, application
models must be transformed to a certain target platform to be executed. The bigger
the difference between the domain concepts and the target platform, the more
complex the transformations have to be. With today’s tools this can become a
problem.
Transformations should be as simple and straightforward as feasible. This is mainly
because of the fact that today’s development environments (IDEs, Wizards,
Debuggers, etc.) are much more elaborate for “traditional” development. The more
work can be done “the normal way”, the better.
A good example for the problem described here is object-relational mapping tools.
The impedance mismatch between the OO philosophy and the relational data model
is a major problem that is only now being solved really well, although the problem
has been around for a while.
Therefore:
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Define a rich domain-specific application platform consisting of libraries, frameworks,
base classes, interpreters, etc. The transformations will “generate code” for this
domain-specific application platform.

Domain
Platform

Technical
Platform/
Middleware

Operating System

Programming Language

- Persistence
- Transactions
- Distribution
- Scheduling
- Hardware Access
- ...

- Core Domain
  Classes (Entities,
  Value Types, ...)
- Business Rules
- Business Services
- ...

Generated Applications

Figure 19 - Applications built on top of a domain-specific platform
The code generated will not just consist of “real code”, but also of configuration files,
deployment information and other artifacts that can be used by the DOMAIN-
SPECIFIC PLATFORM. Incrementally grow the power of your DOMAIN-SPECIFIC
PLATFORM (frameworks, libraries) as the depth of your understanding of the domain
increases. This reduces the size and the complexity of the “framework completion
code” that needs to be generated (and sometimes even hand-crafted).
Transformations become less complex, which is desirable, given the limitations of
today’s tools.
Note that this pattern must not be overused, otherwise we are back to normal
development. You should still model your business logic as far as possible with
suitable DSLs and generate the implementation. Also, any kind of glue code or
configuration data that is specific to the modeled application should be generated;
LEVERAGE THE MODEL!
Once the application platform grows near enough to the concepts in the DSLs, the
complexity of the transformations will decrease. The generator can be limited to
generating repetitive “glue code”. As long as tool support is still limited, this approach
is very practical. In the end, this approach will allow you to use an ARCHITECTURE-
CENTRIC META MODEL.
The key to application platform design is the iterative, incremental approach in the
context of ITERATIVE DUAL-TRACK DEVELOPMENT. Designing elaborate
frameworks up-front consistently leads to failure.  Instead, small frameworks
combined with code generation provide a solid base for iterative improvement. When
generation gets hard to implement, usually the answer lies in improving the
frameworks. Conversely when implementing framework features gets too hard, often
generative techniques can provide an elegant solution.
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We may need to refactor the explanation of how generation and framework
development complement each other into a separate pattern
Note that as a consequence, you can use the core concepts of your application
platform in the domain meta model. In general, a DSL and a framework/platform can
be considered as the two sides of the same coin: the framework provides core
concepts and functionality, whereas the DSL is used to “use” these concepts in an
application-specific sense.

Technical Subdomains
Large systems typically consist of a variety of aspects they cover. Describing all of
these in a comprehensive model is a very complex and daunting task. The model will
become complicated and full of detail for a variety of aspects. Also, the DSL used for
one aspect might not be suitable to describe some of the other aspects.
Consider using a UML-based DSL to describe the application functionality (business
logic). Now in addition you also have to describe persistence aspects as well as GUI
design and layout. You will have to indicate persistent items in the DSL, such that
appropriate code and table structures can be generated for persistence. It is very
hard to put all that into the same model. A UML-based language is typically not
suitable for those aspects. Trying to model GUI layout with UML is practically
impossible.
Also, having it all in the same model makes maintenance complicated and prevents
the efficient separation of work packages for different teams.
Therefore:
Structure your system into several technical subdomains. Each subdomain should
have its own meta model, and specifically, its own suitable DSL. Define a small
number of GATEWAY META CLASSES, i.e. meta model elements that occur in
several meta models to help you join the different aspects together.

Technical Subdomain 1
(e.g. Business logic)

Metamodel
1

DSL 1

Technical Subdomain 2
(e.g. Persistence)

Metamodel
2

DSL 2

Technical Subdomain 3
(e.g. GUI)

Metamodel
3

DSL 3

Figure 20 - Joining technical subdomains via gateway meta classes
This pattern is especially useful if you IGNORE THE CONCRETE SYNTAX in your
transformation engine since it allows you to represent the gateway meta model
elements (those that occur in several subdomain meta models) using the different
concrete syntaxes of the different domains, while representing them in the same way
inside the transformer (and thus providing a natural integration of the different meta
models).
Note that this pattern deals with the partitioning of the system into several technical
subdomains, not with structuring the whole system into different functional packages.
The latter is of course also useful and should be done too.
A very specific TECHNICAL SUBDOMAIN is MODEL DRIVEN INTEGRATION.
Mapping and wrapping rules can be very nicely specified using a suitable DSL.
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GENERATOR-BASED AOP can also be a way to handle cross-cutting TECHNICAL
SUBDOMAINS.

Model-Driven Integration
You need to integrate your MDSD developed software with existing systems and
infrastructure. Green field software development projects are rare; mostly new
software is developed in the context of one or more existing systems that will still be
around for a while. Additionally, often there is a desire to phase out some of the
legacy systems over time, and to incrementally replace them with an implementation
that better addresses business needs and that is based on a current technology
stack.
Depending on the integration strategy the code may need to be generated in the
context of the current technology stack and/or the relevant technology stack of the
system to be integrated with. Generated artifacts may also include appropriate data-
conversion scripts for one-off use. Typically, integration revolves around mapping of
APIs using a systematic approach, including necessary data conversions.
Therefore:
Mapping information between systems is most valuable when captured in a model.
Approach integration as part of MDSD, not outside of MDSD. Define a TECHNICAL
SUBDOMAIN for MODEL-DRIVEN INTEGRATION. If it gets complex, consider using
one TECHNICAL SUBDOMAIN per system. Define the DSLs in these domains that
enable you to express the mapping of relevant elements in your business domain
model and the existing legacy systems. Use automation to ensure that “switching-off”
of legacy systems is possible even after you've left the project.
Integration with exiting systems is a strength and not—as sometimes alleged—a
weakness of a model-driven approach.
In case of integration between two separate model-driven systems, it may be
beneficial to split the integration code generation between both systems such that the
knowledge about the different technology stacks does not have to be duplicated in
template definitions etc.
For simple integration issues a TECHNICAL SUBDOMAIN may be overkill, and it
may be sufficient to use UML tagged-values or an equivalent concept in a DSL to
capture the mapping between relevant elements in your business domain model and
elements in existing systems. Only take this approach if this information does not
clutter up and detract from the domain model, and only if the integration is between
systems/sub-systems that are not legacy systems that are due to be phased out.
In particular if a legacy is planned to be phased out, ensure that integration code can
easily be removed once it is no longer needed, otherwise dead code leads to
architectural degradation over time. Make use of an Anticorruption Layer as
described in [Evans]. Specify the mapping using EXTERNAL MODEL MARKINGS.
Consider automating the gradual "switching-off" of legacy systems to the degree
where it amounts to identifying switched-off parts using the DSL in the relevant
subdomain model. Be a good citizen and make life easy for coming generations—
remember that the people who may be switching-off the last parts of a legacy system
in three years may know very little about the integration code.
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Fully Externalized Interface Definitions
In [Cleaveland 2001] Craig Cleaveland introduces the useful concept of a dependent-
type-set for a component c, which is defined recursively as follows:

1. The type of c is a member of the dependent-type-set.

2. If t is in the dependent-type-set, then so are all superclasses of t.

3. If t is in the dependent-type-set, then so are all types referenced in the source
code of t, including the types of parameter values, instance variables, local
variables, and each expression.

The first step to active dependency management within software is to introduce
component interfaces, and then to limit the use of types in component interfaces to
well-defined sets. We distinguish two stereotypes of components: <<subsystems>>
and <<platforms>>, with the latter serving as the dependent-type-set for the former.
In the remainder of this document we simply talk about Components and Component
Platforms to refer to <<subsystem>> components and <<platform>> components
respectively.
Initially the implementation of some Component interfaces may need to be wired up
to non-component based existing code, and we concentrate on defining sensible
boundaries and corresponding interfaces for our Components based on the
principles of Fully Externalized Interface Definitions:

1. The types exposed in a Component interface are all defined in
a Component Platform that resides outside the Component.
Thus a Component Platform exposes the types contained within it,
and is therefore fundamentally different from a Component.

2. Components may either contain realizations of the types used
in their interface, or they may obtain access to instances of the
types used in their interface via an interface of the
corresponding Component Platform.

3. The interfaces of several Components within an architectural
layer may share a common Component Platform.

4. For convenience purposes a Component Platform may be
defined as a union of other Component Platforms.

5. The level of abstraction can be raised by constructing a
Component Platform from a group of collaborating
Components and their common Component Platform, and using
a façade and any required helper classes to lift the API. The
implementation (the "contained" Component Platform and the
collaborating Components depending on it) is physically contained
in a separate implementation package, so that the macro-level
Component Platform only exposes the types that are used by
macro-level Components.

These principles and their implications are described in detail in [Bettin 2004c].

Generator-based Aspect-Oriented Programming
You are developing a software system (family) using MDSD techniques. In many
applications, cross-cutting concerns must be handled consistently and in a well-
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localized manner. Programming languages do not provide support to modularize
these concerns; adding another tool (i.e. an aspect weaver) is often not possible
because of insufficient support, tool availability or developer skills. How can you still
handle cross-cutting concerns in a consistent way?
One cross-cutting aspect that needs to be handled in many scenarios is
authorization, i.e. checking whether a client has the right to access specific
functionality or to read, modify, or delete specific information. A client may only be
allowed to see data it "owns", and it may also be restricted to usage of a subset of
the overall application functionality.
To ensure consistency, you want to make sure these aspects need not be manually
handled by application developers – rather, an aspect-oriented approach should be
used to handle these cross-cutting aspects in a centralized manner.
Therefore:
Implement the handling of cross-cutting concerns with the help of the generator. You
can either take advantage of the generator’s integral features (e.g. consider that it
generates many instances of a model element with the help of one
transformation/template) or use the generator to implement proxies, interceptors and
other AOP-addressing design patterns in the generated system. Consider the cross-
cutting concern a TECHNICAL SUBDOMAIN and provide a suitable DSL for it.
As a consequence of applying this pattern, you don’t have to use an additional tool
(the aspect weaver) while still being able to handle cross-cutting concerns. Of course
it is not possible to address all kinds of cross-cutting concerns; aspect-weavers that
operate on language level such as AspectJ are much more powerful and of more
general-purpose applicability. However, in many circumstances, the generator-based
approach is sufficient. In addition, you always have the freedom to adapt the
structure of the generator (and maybe of the application platform architecture) to
allow handling of the aspects you require.

Produce Nice-Looking Code … Wherever Possible
In many cases, the idea that developers never see generated code is unrealistic.
While developers never modify generated code, they will probably see the generated
code when debugging the application or when verifying the transformation engine
configuration. How can you make sure developers actually understand generated
code and are not afraid of working with it?
The prejudice that “you cannot read/work with/debug generated code” is a well
established one. In some settings this is even the reason why code generation, and
model-driven development is not used at all. Fighting this prejudice is thus crucial.
Therefore:
PRODUCE NICE-LOOKING CODE … WHEREVER POSSIBLE! When designing
your code generation templates, also keep the developer in mind who – at least to
some extent – has to work with the generated code.
There are several things you can do to make your code look nice:
• You can generate comments; in the templates, you have most if not all

information available to add meaningful comments. Typically you can even adapt
comments to the generated code by templatizing comments.
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• Because of typically insufficient “white space management support” in many tools
you have to decide whether you want to make your templates look nice, or
whether the generated code should look nice. A good approach is to make sure
the templates look nice and use a pretty printer/formatter tool to reformat the
generated code after it has been generated. Such pretty printers are available
basically for every programming language, as well as for XML, etc.

• A third very useful aspect is to include a so-called “location string” to the code
generated by a particular template/transformation. This describes the model
element(s) from which the particular section of code has been generated. It is
good practice, especially for debugging purposes, also to include the name of the
template/transformation and the "last changed" timestamp of the
template/transformation used to generate the code. An example could be
GENERATED FROM TEMPLATE SomeOperationStereotype [2003-10-04
17:05:36] FROM  MODEL ELEMENT aPackage::aClass::SomeOperation().

Using this pattern can make a big difference. It basically says that you should stick to
coding conventions and style guides also in generated code. Especially, useful
indenting is crucial! Also note that if you templatize a "quality" prototype, you should
already have all the comments at hand.
This pattern applies to generated and to hand-crafted code. Software source code is
no longer written primarily for machines but for human consumption. Richard Gabriel
[Gabriel 1996] uses the concept of "habitability" to illustrate this point. Source code
does not live in a closet, and the primary audience is not the author but other users of
the source code. This view is strongly reinforced by Alistair Cockburn's definition of
software development as a collaborative game of invention and communication
[Cockburn 2001].
There is a small caveat regarding the generation of optimized code that may be
required in some cases, where the results won't look nice. These cases should be
explicitly identified and described – and the respective code should be separated
from the rest.

Descriptive Meta Objects
When using a RICH DOMAIN-SPECIFIC PLATFORM for your model-driven
development, the application often needs information about some model elements at
run time to control different aspects of the dynamically (i.e. non-generated)
framework. How can you make model information available at run time and associate
it with generated artifacts? How can you build the bridge between generated code
and framework parts?
Consider you want to build an application that needs to provide domain-specific
logging mechanisms. The application will need to output the value of the attributes of
a generated class into the log file. To make this possible, the logger needs to know
the names and values of all attributes of a class. Especially in languages that don’t
feature reflection, you cannot easily implement such a mechanism generically.
Another problem could be that you annotate object attributes with additional
information, such as a nice label, a regular expression for contents checking or
min/max values for number attributes. At run time you need to be able to access this
information e.g. to build a GUI dynamically.  You cannot easily embed this
information in programming-language native classes.
Therefore:
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Use the information available at generation time to code-generate meta objects that
describe the generated artifacts. Provide a means to associate a generated artifact
with its meta object. Make sure the meta objects have a generic interface that can be
accessed by the RICH DOMAIN-SPECIFIC PLATFORM.

<<pk>> name : String
   {label="Nachname"}
firstname : String
   {label="Vorname"}
age : int
   {label="Alter",
    min=0, max=100}
zip : String
   {label="PLZ",
    regexp="99999"}

SomeClass

name : String
vorname : String
age : int
zip : String

SomeClass

attributeNames : String =
   {"name", "firstname",
    "age", "zip"}

:SomeClassMetaObject

getAttributeNames() : String[]
getAttribute(name:String):AttributeMetaObject

<<interface>>
ClassMetaObject

getName() : String
getValue() : Object
setValue( Object newVal ) : void
getLabel()

<<interface>>
AttributeMetaObject

getRegexp() : String

<<interface>>
StringAttributeMetaObject

getMin() : int
getMax() : int

<<interface>>
NumAttributeMetaObject

meta

name : String = "zip"
label : String = "PLZ"

:StringAttributeMetaObject

name : String = "age"
label : String = "Alter"
min : int = 0
max : int = 100

:NumAttributeMetaObject

...

<<instanceof>>

<<instanceof>> <<instanceof>>

Generated
Code

Model

Figure 21 - Example of relevant meta model information
This pattern makes selected parts of the model available in the application in a
native, efficient way. Another (theoretical) alternative would be to store parts of the
model with the application – however, access to a complex model is typically slow,
and therefore this approach is not feasible.
There are different ways of how a meta object can be associated with its generated
artifacts. If the artifact is completely generated, you add a getMeta object() operation
directly to the generated artifact. If this is not feasible (e.g. if you want to keep your
artifacts free of these things) you can also use a central registry that provides a
lookup function MetaRegistry.getMeta objectFor(anArtefact). The implementation (i.e.
the mapping) for the operations will be generated, too.
The meta objects cannot just be used for describing a program element, but also to
work with it. This leads to a GENERATED META OBJECT PROTOCOL.

Framework/DSL Combination
A framework provides a set of services. These are often hard to use, since the
programming language does not “know” the framework, the compiler cannot provide
any support. A DSL that allows to “program against” the framework can solve this
problem.
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External Model Markings
In order to allow the transformation of a source model into a target model (or to
generate code) it is sometimes necessary to provide “support” information that is
specific to the target meta model. Adding these to the source model “pollutes” the
source model with concepts specific to the target model. MDA proposes adding
“model markings”, but this currently supported well by only very few tools. Instead,
we recommend keeping this information outside of the model (e.g. in an XML file);
the transformation engine would use this auxiliary information when executing the
transformations.

Generation-Time / Run-Time Bridge
In many cases, a particular model feature or system configuration item affects not
only what is generated, but also the behavior at run time. For example during the
model-driven development of the ALMA data model, we had several data encodings
in the VOTable XML standard. Dependent on the encoder definition in the EXTERNAL
MODEL MARKING, we had to specify the encoding format in the generated XML. Also,
we had to do the encoding of the actual values at run time, depending on the very
same setting in the markings. The solution to this is to have different encoder
classes, one for each encoding strategy, and have the code generator generate the
instantiation of the respective object into the source code. Using the strategy pattern
can help to integrate with non-generated code (which needs to have some kind of
interface to use, independent of the specific encoding strategy used).

Generation-Time Reflection
In languages where no reflection is available, some kinds of algorithms are rather
complicated to implement. Consider a serializer. In Java, where reflection is
available, you can implement a generic serialization algorithm that can serialize any
kind of complex type, because its structure can be introspected at runtime using
reflection. Try that in C or C++. Here, you cannot do that. However, using a MDSD-
based approach, you can easily generate a serialization function for each complex
data type you define in a model, since you have all the information you need
available during code generation. Consider a class that is defined in a model like this:

// complex type definition in a textual model
ctype SomeClass {
  private string x;
  private int y;
}

The  mapping to C++ could look something like the following:

// C++
class SomeClass {
  private:
    std::string x;
    int y;
  public:
    // respective getters and setters for x and y
};
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Now consider generating a serializer method. This could look like the following:

int SomeClass::serialize(byte[] target, int startIndex) {
  int currentPos = startIndex;
  currentPos += SerHelper.serializeChar(getX(), currentPos );
  currentPos += SerHelper.serializeInt(getY(), currentPos);
  return currentPos;
}

It is easy to generate this code; you have types, names and all the other information
available in the model and the primitive serializers in SerHelper can be implemented
manually, once.

Generated Reflection Layer
Meta object protocol as described for example in [Kiczales et. al, 1991] are a means
to introspect, modify and reify objects of a language. This is typically done
dynamically (e.g. in languages such as CLOS [Koschmann, 1990]). In the context of
MDSD, you can provide at least a read-only-MOP that allows you to introspect
classes, as well as dynamically invoke operations. A generic interface allows clients
access to any kind of class:
public interface RClass {
    // initializer – associates with base-level object
  public setObject( Object o );
    // retrieve information about the object
  public ROperation[] getOperations();
  public RAttribute[] getAttributes();
    // create new instance
  public Object newInstance();
}
public interface ROperation {
    // retrieve information about op
  public RParameter[] getParams();
  public String getReturnType();
    // invoke
  public Object invoke(Object params)
}
public interface RAttribute {
    // retrieve information about op
  public String getName();
  public String getType();
    // set / get
  public Object get();
  public void set( Object data );
}
Since these operations are generic, workbenches or other dynamic tools can use this
kind of reflective interface to work with the data.

Gateway Meta Classes
Using TECHNICAL SUBDOMAINS typically results in having different meta models
as well as different concrete syntax for the different subdomains. For example, you
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can describe the workflow of an application using activity diagrams and the layout of
the presentation layer using a textual, XML-like language. If you want to generate a
useful system from these different specifications, your generator needs a mechanism
to get from one model to the other (such as moving from an activity to its associated
UI form). To make this possible, you need two things:

First, you need model elements that are present in the meta models of both
TECHNICAL SUBDOMAINS. If you IGNORE CONCRETE SYNTAX in your
generator, these GATEWAY META CLASSES can be represented with different
concrete syntax in the different TECHNICAL SUBDOMAINS.

The second thing you need is a common meta meta model. Since a generator tool
will always use some kind of (maybe implicit) meta meta model. In order to represent
both meta model elements in the same generator-internal model representation, they
need to use the same meta meta model. The b+m generator, for example, requires
Java classes to be used as the meta meta model for all meta models.

Make Problem-Solution Mapping explicit
In many contexts, you will use a template based code generator that takes a model
of the problem space (based on the problem domain metamodel) as a basis for the
generation. The code generation templates will – in some way  or another – access
this model in order to determine what to generate, and how. As a consequence, you
will often have Boolean expressions in the template, that test the model for some
conditions in order to determine what to generate. These expressions can become
quite involved. This is because implicitly, you map the problem domain to the solution
domain with the help of these expressions.
A better solution would be to use a model transformation approach that maps the
problem domain model to a solution domain model, which can then be used directly
for code generation. However, since we often don’t have model transformation tools
available, this approach often not applicable in practice. What you can do, however,
is to provide helper functions on your metamodel implementation that encapsulate
these Boolean expressions. Ideally, you use METAMODEL-AOP to separate these from
the core problem domain metamodel. Note also, that, if you generate code for
several target platforms, the set of these helper functions might differ.
This approach works especially well in case of architecture centric MDSD, where
problem domain and solution domain are at least architecturally similar.

Dispatcher Template
In many template-based code generation scenarios, you have a common “umbrella”
template that, depending on the specific target platform or other model properties,
spawns the evaluation of other templates. This often results in a lot of IFs, and thus
cluttered templates:

template SomeTemplate {
  if ( runsOnWindows ) evaluate(WindowsNetworkInit);
  elseif ( runsOnUnix ) evaluate(UnixNetworkInit);
  elseif ( runsOnMac ) evaluate(MacNetworkInit);
  // other stuff
  if ( runsOnWindows ) evaluate(WindowsNetworkClose);
  elseif ( runsOnUnix ) evaluate(UnixNetworkClose);
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  elseif ( runsOnMac ) evaluate(MacNetworkClose);
}

template WindowsNetworkInit {…}
template UnixNetworkInit {…}
…
template MacNetworkClose {…}

A better approach is to use a separate dispatcher template, as shown in the following
example:

template SomeTemplate {
  evaluate(NetworkInit);
  // other stuff
  evaluate(NetworkClose);
}

template NetworkInit {
  if ( runsOnWindows ) evaluate(WindowsNetworkInit);
  elseif ( runsOnUnix ) evaluate(UnixNetworkInit);
  elseif ( runsOnMac ) evaluate(MacNetworkInit);
}

template NetworkClose
  if ( runsOnWindows ) evaluate(WindowsNetworkClose);
  elseif ( runsOnUnix ) evaluate(UnixNetworkClose);
  elseif ( runsOnMac ) evaluate(MacNetworkClose);
}

template WindowsNetworkInit {…}
template UnixNetworkInit {…}
…
template MacNetworkClose {…}

This keeps the core template (SomeTemplate) simple and does not clutter its
structure with variant management as it encapsulates the dispatch to separate
locations.

Automatic Dispatch
An even better approach than the one just explained is automatic dispatch. In many
contexts (such as when generating code for various platforms) you can easily identify
a number of model properties  based on which the primary dispatches are defined. In
the example above, it is the operating system. If your generator allows it, you can
make such decisions implicit. Specifically, this means that the above example can be
shortened to the following:

template SomeTemplate {
  evaluate(NetworkInit);
  // other stuff
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  evaluate(NetworkClose);
}

template WindowsNetworkInit {…}
template UnixNetworkInit {…}
…
template MacNetworkClose {…}

This would work, because the generator automatically appends the “current platform
ID” (i.e. Windows, Unix, Mac) to the name of the template when executing the
evaluate statements. The correct template would automatically be executed. Such a
facility in a tool should allow developers to register any kind of policy, of how
template names will be constructed, depending on the metamodel and the primary
dispatching dimensions. Note that a subtype relationship is a special case, resulting
in template polymorphism.

Three Layer Implementation
When generating code for object-oriented targets, you often have to mix platform
code, generated code and manually implemented code. A good solution to this is:
Have an abstract base class in the platform, generate a – still abstract – subclass,
and implement the app logic in yet another, now non-abstract, subclass class. For
example, this allows FORCED PRE/POST CODE.

Forced Pre/Post Code
In many situations, you need to make sure that some generated code is always
executed before/after some manually implemented code. You have to make sure, it
is not possible for developers to circumvent this. Consider an a vehicle class, which
has a drive(driver:Person) operation, whereas a driver’s age needs to be over 18
years old. The following implementation idiom can be used:
public interface IVehicle { // public interface for vehicles
  public void drive(driver: Person);
}

public abstract class VehicleBase implements IVehivle { // generated
  public final void drive(driver: Person) { // final; cannot redefine
    if ( !(driver.age() >= 18) ) throw new ConstraintViolated();
    driveImpl();
  }
  protected abstract void driveImpl(driver: Person);
      // protected; cannot be called by clients
}

public class VehicleImpl extends VehicleBase { // manually implemented
  protected void driveImpl(driver: Person) {
    // do whatever it takes…
  }
}

Dummy Code
When generating code, you should use the compiler’s services to your advantage.
For example, if you assume that a developer has to subclass a generated class to
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implement business logic (as suggested in THREE-LAYER IMPLEMENTATION),  then you
should make sure the compiler always tries to instantiate the class. Often, you will do
this instantiation using reflection, so you won’t get a compiler error. But why not use
the compiler? Just generate a class that looks like the following:

public class Dummy {
  public Dummy() {
    new ExpectedClass();
    new AnotherExpectedClass();
    new ThirdExpectedClass();
  }
}

This piece of code does not do anything useful. Is is never even executed. However,
including it in the source tree will make sure it is compiled. And if the compiler does
not find one of the classes instantiated in the constructor, it will complain and not
build the system. Thus, you enforce the presence of these classes.
You can use this approach to verify a range of things. A particularly nice example is
subclassing. Assume ThirdExpectedClass is required to extend ThirdExpectedBase.
You can verify that by generating Dummy code that looks like the following snippet:

public class Dummy {
  public Dummy() {
    new ExpectedClass();
    new AnotherExpectedClass();
    (ThirdExpectedBase)new ThirdExpectedClass();
  }
}

If you did not make ThirdExpectedClass a subclass of ThirdExpectedBase, then the
compiler will complain because it cannot do the cast.

Believe in Reincarnation
The final, implemented application should be built using a build process that includes
re-generation of all generated/transformed parts. As soon as there is one manual
step, or one line of code that needs to be changed after generation, then sooner or
later (sooner is the rule) the generator will be abandoned, and the code will become
business-as-usual.

Inter-Model Integration with References
Often you have several sub-models that together constitute the complete application
model, for example because you use several DSL for different application aspects or
because you partition a big application into several parts. To do this,
 Create proxy metaclasses for each metamodel element that should be referenced
 Upon instantiation, the proxy automatically finds its referenced object – or throws

an exception, if it cannot find it.
 As usual, proxies are subclasses of their respective referenced type. Operations

forward to the operations of the referenced element.
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 These proxies can be generated automatically.
 The generator does not see the difference between the proxies and the actual

element.

Leverage the Model
The information captured in a model should be leveraged to avoid duplication and to
minimize manual tasks. Hence you may generate much more than code: user
guides, help text, test data, build script content, etc. Find the right balance between
the effort required for automating manual tasks and the effort of repetitively
performing manual tasks by considering "sustainability" in the Extreme Programming
sense. As a rule-of thumb: compare the number of keyboard strokes and user
gestures required to get to a given result, and select the method that is the least
painful and labor-intensive. Make use of SELECT FROM BUY, BUILD, OR OPEN
SOURCE in your assessment. Often others have already done the hard work, and
you can save a lot of typing—not to mention the thinking effort going into reinventing
the old wheel.

Build an IDE
Model-Driven approaches can result in accidental complexity for application
developers due to the fact that many artifacts are generated, and depend on each
other. This contradicts, to some extent, the goal to make domain experts use this
infrastructure. You have to make things easier for users of the MDSD infrastructure.
A proven approach in doing to is to implement a project- or domain-specific IDE.
Frameworks such as Eclipse provide an excellent basis.

Use the compiler
When combining generated and non-generated code you can often run into
consistency problems between the (new version of the) generated code and the (not-
yet-adapted) non-generated code. In order to make sure inconsistencies are
detected, use the compiler to help you spot it. For example,
 If you generate abstract classes with abstract methods, and overwrite them in

subclasses then the compiler will report an error in case the signature is changed
in the generated code (since the subclass does not overwrite the method
anymore)

 If you expect manually implemented classes to have certain operations, and for
some reason, you cannot enforce these operations by providing a super-
interface, etc. you can generate helper class calls all these operations in some
dummy method. This class will never be used at runtime; it is just compiled with
the rest of the system to “raise” compiler errors.

Select from Buy, Build, or Open Source
Don't be blinded and ignore the potential of well-proven off-the-shelf products and
robust Open Source infrastructure that is used by thousands of organizations.
Software development organizations are famous for not-invented-here syndrome.
The selection between buying, building, and using Open Source needs to be driven
by sustainable economics in the same way as LEVERAGE THE MODEL. I.e. don't
compare costs over the short term, take into account the longer-term picture, and
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factor the cost of capital into your calculations. Considering the maintenance burden,
is it really worth developing infrastructure and applications that don't constitute the
unique core of your business? However, do LEVERAGE THE MODEL and don't
compromise hard-earned domain knowledge that has gone into your domain-specific
frameworks and generators by replacing them with unrefined and blunt off-the shelf
tools.

Consciously differentiate between

• strategic software assets—the heart of your business, assets that grow into an
active human- and machine-usable knowledge base about your business and
processes,

• non-strategic software assets—necessary infrastructure that is prone to
technology churn and should be depreciated over two to three years, and

• software liabilities—legacy that is a cost burden.

Strive to evolve your core business systems into strategic assets that increase in
value over time through (re)use and refinement. Widely used and respectable Open
Source software should also be treated as a strategic asset—in this case a public
asset. Commercial 3rd party software largely falls into the category of non-strategic
assets: usually the software is not built entirely on open standards, and you also
cannot assume that the product will be supported indefinitely. Hence investments in
commercial software should be treated as capital investments affected by
depreciation.

• Be honest and don't portray all your legacy systems as strategic assets in the
sense described above, identify the liabilities and strive to replace them by a
combination of strategic assets and non-strategic assets.

• You need to differentiate between the 3rd party products and your organizations'
information that builds up in the databases of such products. A subset of your
information is a strategic software asset, and needs to be treated as such. The
same can be said about legacy software that has become a liability: the
applications have become a liability but some of the information managed by
these applications constitutes a strategic asset.

Unless continuous attention is being paid to the quality of strategic software assets,
these can quickly degenerate into liabilities, hence refactor mercilessly.

As appropriate, use Open Source infrastructure to reduce risk exposure in terms of
vendor dependence. When evaluating Open Source software, carefully consider the
Open Source licensing model attached to the software: some licenses allow Open
Source software to be built into non-Open Source commercial products, whereas
others only allow usage in products bound to the same Open Source license.

Note: a healthy mix of strategic and non-strategic assets may sometimes only include
a small core of strategic software assets. Non-strategic assets have a permanent role
in supporting the business, in some respects they can be considered as necessary
consumables.
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6 Work products

Work-in-progress
We refer to [WL 1999] for definitions of relevant domain engineering work products,
and to [Beck, 2000] and [Cockburn, 1998] for an overview of work products of two
different agile approaches to software development.

7 Roles

The roles required to execute a model-driven development process are described in
[Bettin 2004a]. MDSD has specific roles for [product] platform development, however
they are not intended to be job descriptions. One person can take on multiple roles,
and the exact distribution of roles depends on the skill sets of the available
resources. The roles in application/product development are the same in MDSD as in
other software development approaches, provided the product platform development
activities are factored out of the normal application development process. I.e.
application development teams do not:

 Develop frameworks

 Develop reference implementations or experiment with new implementation
technologies

 Analyse requirements that go beyond the individual application but are relevant to
the entire domain

We refer to [Cockburn, 1998] for an overview of roles for agile software development,
and to [Cleaveland 2001] for an overview of roles required for software product line
development and domain engineering.

8 Teams

Model-Driven Software Development is often practiced in large distributed team
environments. A description of the necessary organizational and team structure for
distributed MDSD is provided in [Bettin 2004a], and additional information on
organizational structure for software product line development in general can be
found in [Bosch 2000]. In this section we focus on the relationship between
application development teams and the infrastructure (or platform development)
team.
The relationship between application development teams and the infrastructure team
that develops the application needs to be managed in the same way as the
relationship between customer and application development. The infrastructure team
needs on-site customers in the form of application development team
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representatives, otherwise there is a significant risk that the functionality delivered by
the infrastructure team will not be acceptable to the application development teams.
That does not mean that each application development team needs to have a
permanent ambassador in the infrastructure team, it rather means that each of the
application development teams need a technically competent designer who
participates in a cross-team architecture group that determines the requirements for
the infrastructure team. The cross-team architecture group is certainly not a novel
concept; the novelty is rather in insisting on having competent designers in the
application development teams. This counter-acts the tendency of all competent
designers gravitating to the infrastructure team. Effective skill transfer can be
achieved by short-term secondments (one iteration) between application and
infrastructure teams in both directions.
As experience shows, infrastructure teams are at risk of leaping on interesting
technologies and then hijacking the agenda to embark—with the best intentions—on
bestowing the rest of the world with a new silver bullet. This risk can be managed by
ensuring that the architecture group (consisting of representatives from application
development teams) is given the mandate to exercise SCOPE TRADING and to
VALIDATE ITERATIONS.
The architecture group representatives in the application development teams are
primarily accountable to their team, and all requirements for the infrastructure need to
be traceable to functional or non-functional requirements for the overall
product/project.
Secondments can be used to distribute domain knowledge and technical knowledge.
This organizational structure is highly important for managing larger projects. In a
small project the infrastructure team may boil down to one or two people, and the
architecture group operates very informally, however is still makes sense to formally
record the results of SCOPE TRADING.
The described structure of an infrastructure team and one or more application
development teams is compatible with Alistair Cockburn's Crystal Orange
methodology [Cockburn 1998], although Crystal Orange does not consider the
specific case of a model-driven approach.

9 Standards

Work-in-progress
We don't intend to provide detailed information in this section, as relevant standards
vary heavily depending on the context.

10 Skills

Work-in-progress
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We don't intend to provide detailed information in this section, as skill requirements
vary heavily depending on the context. This section is intended to provide generically
applicable advice on the importance of specific areas of skills for various roles within
a software development organization.
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11 Glossary

Agile Software Development
Any software development approach that is consistent with the following
principles
(from http://www.agilemanifesto.org/principles.html):
 Our highest priority is to satisfy the customer through early and continuous

delivery of valuable software.
 Welcome changing requirements, even late in development. Agile

processes harness change for the customer's competitive advantage.
 Deliver working software frequently, from a couple of weeks to a couple of

months, with a preference to the shorter timescale.
 Business people and developers must work together daily throughout the

project.
 Build projects around motivated individuals. Give them the environment

and support they need, and trust them to get the job done.
 The most efficient and effective method of conveying information to and

within a development team is face-to-face conversation.
 Working software is the primary measure of progress.
 Agile processes promote sustainable development.
 The sponsors, developers, and users should be able to maintain a

constant pace indefinitely.
 Continuous attention to technical excellence and good design enhances

agility.
 Simplicity--the art of maximizing the amount of work not done--is

essential.
 The best architectures, requirements, and designs emerge from self-

organizing teams.
 At regular intervals, the team reflects on how to become more effective,

then tunes and adjusts its behavior accordingly.

Application Engineering
In Software Product Line Engineering terminology, applying the results of
Domain Engineering and automation to build applications constitutes the
Application Engineering workflow.
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Component Based Development
Components adhere to the same principles that underpin Object Technology:
unification of data and function, encapsulation, and object identity (each
object has a unique identity regardless of state). The key aspect of
Component Based Development is the distinction between component
specification and component implementation, which is provided through the
distinction between interfaces and classes in modern programming languages
such as Java and C#.

Domain Engineering
In Software Product Line Engineering terminology Domain Engineering is the
activity of collecting, organizing, and storing past experience in building
systems or parts of a system in a particular domain in the form of reusable
assets (i.e., reusable work products), as well as providing adequate means for
reusing these assets (i.e., retrieval, qualification, dissemination, adaptation,
assembly, and so on) when building new systems.

Enterprise Architecture
Enterprise Architecture (http://enterprise-architecture.info) is about
understanding all of the different elements that go to make up an enterprise
and how those elements interrelate.
A good definition of "enterprise" in this context is any collection of
organizations that has a common set of goals/principles and/or single bottom
line. In that sense, an enterprise can be a whole corporation, a division of a
corporation, a government organization, a single department, or a network of
geographically distant organizations linked together by common objectives.
A good definition of "elements" in this context is all the elements that enclose
the areas of People, Processes, Business and Technology. In that sense,
examples of elements are: strategies, business drivers, principles,
stakeholders, units, locations, budgets, domains, functions, activities,
processes, services, products, information, communications, applications,
systems, infrastructure, etc.
Integrating the business as well as information aspects at a holistic way,
guarantees a natural alignment of Business and Technology.

Non-Strategic Software Asset
Necessary commodity Software Assets that are prone to technology churn,
and that should be depreciated over two to three years. Non-strategic
software assets are part of the infrastructure upon which a [software] Product
Platform and software products are developed.

Model-Driven Software Development
Model-Driven Software Development (www.mdsd.info) provides a set of
techniques that enable the principles of Agile Software Development to be
applied to large-scale, industrialized software development. MDSD relies on
techniques from Software Product Line Engineering such as Component
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Based Development, and automates the repetitive aspects of software
development and to prevent architectural degradation in large systems.

Open Source Software
The Open Source Definition (www.opensource.org) is a bill of rights for the
computer user. It defines certain rights that a software license must grant you
to be certified as Open Source. Those who don't make their programs Open
Source are finding it difficult to compete with those who do, as users gain a
new appreciation of rights they always should have had. Programs like the
Linux operating system and Netscape's web browser have become extremely
popular, displacing other software that has more restrictive licenses.
Companies that use open-source software have the advantage of its very
rapid development, often by several collaborating companies, and much of it
contributed by individuals who simply need an improvement to serve their
own needs.
The volunteers who made products like Linux possible are only there, and the
companies are only able to cooperate, because of the rights that come with
Open Source. The average computer programmer would feel stupid if he put
lots of work into a program, only to have the owner of the program sell his
improvement without giving anything back. Those same programmers feel
comfortable contributing to Open Source because they are assured of these
rights:
 The right to make copies of the program, and distribute those copies.
 The right to have access to the software's source code, a necessary

preliminary before you can change it.
 The right to make improvements to the program.

These rights are important to the software contributor because they keep all
contributors at the same level relative to each other. Everyone who wants to
is allowed to sell an Open Source program, so prices will be low and
development to reach new markets will be rapid. Anyone who invests the time
to build knowledge in an Open Source program can support it, and this
provides users with the option of providing their own support, or the economy
of a number of competing support providers. Any programmer can tailor an
Open Source program to specific markets in order to reach new customers.
People who do these things aren't compelled to pay royalties or license fees.

Product Platform
A [Software] Product Platform is the core base of Software Assets in a
Software Product Line. The Product Platform consists of a mix of Strategic
Software Assets and Non-Strategic Software Assets.

Rational Unified Process
The Rational Unified Process (RUP) is a process framework from IBM
Rational for use-case driven, architecture-centric, and iterative and
incremental software development. The RUP embraces Component Based
Development and makes use of the Unified Modeling Language. The most
valuable part of the RUP consists of the identification of a set of core best
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practices that are well accepted and undisputed in the software industry:
develop iteratively, manage requirements, use component architectures,
model visually, verify quality, and control changes.

Software Architecture
The Software Architecture of a software system includes a description of the
responsibilities of the parts (components) within the software system, and
focuses on the dependencies between the parts in the software system. The
intention of defining and enforcing a Software Architecture is to actively
mange and control the dependencies within a software system. The Software
Architecture of a software system has a key influence on the quality attributes
of the software, such as performance, usability, maintainability, flexibility,
reliability, etc.

Software Asset
A Software Asset can be a model, a component, a framework, a generator, a
language, or a technique (methodology building block).

Software Liability
Legacy software that is a cost burden.

Software Product Line
A Software Product Line is a set of software-intensive systems sharing a
common, managed set of features that satisfy the needs of a particular
market segment or mission and that are developed from a common set of
core Software Assets in a prescribed way.

Software Product Line Engineering
The discipline of creating and managing Software Product Lines.

Strategic Software Asset
The Software Assets at the heart of your business—assets that grow into an
active human- and machine-usable knowledge base about your business and
processes.

Unified Modeling Language
The OMG's Unified Modeling Language™ (UML®) (www.omg.org/uml/) is a
standard language for writing software blueprints. The UML may be used to
specify, visualize, construct, and document models of software systems,
including their structure and design. The UML can also be used for business
modeling and modeling of other non-software systems.
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